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About the BITAG
The Broadband Internet Technical Advisory Group (BITAG) is a non-profit, multi-stakeholder organization
focused on bringing together engineers and technologists in a Technical Working Group (TWG) to develop
consensus on how the Internet operates including broadband network management practices and other related
technical issues that can affect users’ Internet experience, including the impact to and from applications,
content and devices that utilize the Internet.
The BITAG’s mission includes: (a) educating policymakers on such technical issues; (b) addressing specific
technical matters in an effort to minimize related policy disputes; and (c) serving as a sounding board for
new ideas and network management practices. Specific TWG functions also may include: (i) identifying “best
practices” by broadband providers and other entities; (ii) interpreting and applying “safe harbor” practices;
(iii) otherwise providing technical guidance to industry and to the public; and/or (iv) issuing advisory opinions
on the technical issues germane to the TWG’s mission that may underlie disputes concerning broadband
network management practices.
The BITAG Technical Working Group and its individual Committees make decisions through a consensus
process, with the corresponding levels of agreement represented on the cover of each report. Each TWG
Representative works towards achieving consensus around recommendations their respective organizations
support, although even at the highest level of agreement, BITAG consensus does not require that all TWG
member organizations agree with each and every sentence of a document. The Chair of each TWG Committee
determines if consensus has been reached. In the case there is disagreement within a Committee as to whether
there is consensus, BITAG has a voting process with which various levels of agreement may be more formally
achieved and indicated. For more information please see the BITAG Technical Working Group Manual,
available on the BITAG website at www.bitag.org.
BITAG TWG reports focus primarily on technical issues, especially those with the potential to be construed
as anti-competitive, discriminatory, or otherwise motivated by non-technical factors. While the reports may
touch on a broad range of questions associated with a particular network management practice, the reports
are not intended to address or analyze in a comprehensive fashion the economic, legal, regulatory or public
policy issues that the practice may raise. BITAG welcomes public comment. Please feel free to submit
comments in writing via email at comments@bitag.org.
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Executive Summary
It is time to update our understanding of the primary factors directly affecting end-user Internet performance.
What we have learned is that high throughput alone is not sufficient. Latency is also a critical factor in
providing a high performance Internet connection. But that is not latency as we have traditionally understood
it; rather, it is what we now define as ‘working latency’.
For over thirty years, industry has collectively missed a key factor that drives end users’ Internet quality
of experience (QoE)! The industry has historically been focused on increasing bandwidth, which has been
straightforward, easy to understand, and indisputably made dramatic improvements to end-user QoE.
But we now recognize that it is not just greater throughput that matters, but also consistently low latency.
Unfortunately, the way that we’ve historically understood and characterized latency was flawed, and our
latency measurements and metrics were not aligned with end-user QoE.
The industry is now coming to a new understanding of what latency really is, the role that latency plays
in QoE, how latency occurs in any access network technology, and how to improve it. It is critical that
policymakers understand this significant shift in our understanding of the Internet, of coming improvements
and new capabilities, and what this will mean for end users. We envision not only improved QoE for all of
the applications that are used today, but a foundation for entirely new classes of applications to be created.
Policymakers should read this report to develop a new understanding of latency, and industry should
implement and deploy technologies that reduce latency.
A key observation of this report is that one of the most impactful (and solvable) sources of latency and
latency variation affecting Internet users is buffering delay. Buffering delay arises from an interplay between
application behaviors and network equipment implementations, and has been mistakenly (although sometimes
intentionally) ignored in many latency measurement campaigns, which has served to prevent it from being
identified as a root cause of application degradations. Measurement techniques that seek to include the effects
of buffering delay in the measurment are sometimes referred to as latency under load or working latency tests.
This report will explain and explore latency, including idle latency, working latency (latency under load),
components of latency, how some of those components vary by access technology and/or protocol. It
investigates the effect that latency can have on the user QoE for certain types of applications such as video
conferencing and remote learning, gaming, and more. Additionally, this report will examine measurement
methods and metrics for characterizing latency, including recommending a shift in the primary way network
latency is measured and reported. Finally, this report will look to the current state of the art and the future
to explain the importance of Active Queue Management (AQM) and other low-latency networking innovations
in reducing latency, enhancing broadband performance, and fostering new types of applications in the future.
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This report highlights the following observations:
1. The key network attribute for end-user QoE is not solely bandwidth capacity but also latency. Thus,
end user quality depends not just on throughput (what many network test web sites still report as
“speed”) but also on latency; both are important.
2. Idle latency reflects only the underlying attributes of the access network or network media, as well as
path distance, while the network is not being used. This can be important for diagnostic purposes, but
does not correlate strongly to end-user quality of experience.
3. Working latency is a better measurement of the end-user application quality of experience (QoE) than
idle latency.
4. High latency and/or high packet delay variation (jitter) negatively affects the QoE of many applications,
from web browsing to video streaming, video conferencing, gaming, and more. It is better to have
consistently low latency in all working conditions.
5. Due to the heterogeneous nature of the Internet, there will always be some link (i.e., the bottleneck
link) that has the lowest throughput on any end-to-end Internet path. This link plays a significant role
in determining the end-to-end quality of the path.
6. The fact that some packets are marked or dropped at a bottleneck link is completely normal and indeed
is essential for many of today’s applications, as this is a key part of the control signal or feedback loop
informing a sender how fast they should be sending packets, and enables senders to maximize capacity
utilization.
7. If, at a bottleneck link, too few packets are dropped or marked to indicate congestion, current application
designs cause a large queue of packets form, resulting in high latency and high latency variation.
8. The interplay between application behavior in endpoints and queue management at bottleneck links is
one of the biggest sources of latency and latency variation — working latency — and can significantly
impact the quality and usability of a broadband connection.
• Application and Operating System software on endpoint devices (client and server) — and in
particular the congestion control algorithms used — can have a major impact on working latency.
• Network devices need buffers to absorb bursts of packets from applications, but when inadequate
queue management algorithms allow the applications to fill those buffers to capacity, and keep
them at high occupancy for an extended period of time (Bufferbloat), this leads to excessive delay
that degrades user experience.
9. Queue management techniques such as Active Queue Management are available that will reduce
bufferbloat in network bottleneck equipment by triggering applications to reduce the amount of queuing
delay that they cause.
10. Very-low-latency networking technologies are emerging that aim to eliminate buffering delays altogether
and seem likely to enable the creation of new classes of applications. These will require changes in both
endpoint devices and network equipment in order to be realized.
11. Client software on end-user devices can contribute significantly to latency if it fails to use the
TCP_NOTSENT_LOWAT option [1] or similar techniques to eliminate excessive on-device delays.
12. The described working latency measurement methods are focused primarily on measuring latency in an
end-to-end connection or an access network combined with LAN segments, and not on determining
which nodes contribute most to latency. While industry consensus on specific implementation details for
benchmarking working latency performance is still emerging, working latency is valuable as it measures
the real-world end-to-end user experience.
13. Working latency does not follow a normal distribution but is instead often skewed or multi-modal. As a
result, the mean and median are not informative. Rather, the 98th or 99th percentile of working latency
is more useful in predicting quality of experience [2].
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In addition, this report provides the following recommendations:
1. The Internet community should start to measure and report on working latency — in networks and in
networking equipment — as this is often as critical to end-user QoE as bandwidth capacity (throughput).
A key step to accomplishing this would be to agree on the measurement methods and methodology to
use for such testing.
2. Any developer of a working-latency test should:
• Disclose their measurement methodology;
• Highlight 98th or 99th percentile (or maximum) packet latency as the most salient metric;
• Not report mean or median packet latency as being reflective of QoE, because latency is not
normally distributed, so reporting mean or median is likely to be misleading;
• Report on the variability of working latency (jitter) by including the minimum latency value;
• Highlight the 90th through 99.9th percentile packet latency values in any graphical representation
of the latency measurement data.
3. Broadband Internet Access Service providers and developers of network equipment (e.g., routers, access
points, modems) should:
• Work to deploy mechanisms to reduce working latency due to buffering, such as Active Queue
Management (AQM);
• Investigate future methods for delivering very-low-latency services such as L4S and NQB.
4. Application developers and operating system developers should:
• Investigate future methods for delivering very-low-latency services such as L4S and NQB, which
may depend upon applications implementing new congestion control techniques and marking their
traffic in new ways, among other changes;
• Consider presenting working latency metrics to end users in an easy-to-understand manner;
• Adapt application or operating system behavior in response to reductions in working latency (e.g.,
reduce pre-caching if network responsiveness improves sufficiently); and
• Use and promote the use of existing operating system features to eliminate excessive on-device
buffering.
5. Policymakers and regulators should learn more about Working Latency, and avoid creating barriers to
deployment of AQM and newer very-low-latency networks and services.
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1

Introduction: Factors Affecting End User Experiences Are
Changing

The performance of broadband networks today has been consistently good, even in the face of the COVID-19
pandemic [3]. But if we wish to continue improving the quality of experience (QoE) for people using the
Internet, to make current applications work better and to make exciting new applications possible, the
solution is not simply to continue increasing throughput (though that will remain important); the solution
will have to include reducing latency — the hidden sources of delay that limit how quickly network operations
can complete.
A shift to focus on delay makes logical sense, as users are very sensitive to how long it takes to get information
on the Internet and to any delays during real-time interactions in video conferences and games, etc.
This report explores the topic of latency as it is experienced by broadband users today. It covers the causes of
end-to-end latency (including the latency that is caused by interactions between network gear and application
behavior), the impact that latency has on the quality of some commonly-used applications, how latency
should be measured and characterized properly, as well as technologies (both currently in-use as well as new)
that can improve latency.
In our exploration of latency, we will discuss “network operations” and the time they take to complete. This
encompasses all cases where a message (packet) is sent over a network and a response is received, whether
that interaction is initiated by a mouse click, a screen tap, a verbal utterance, a push on a joystick, movement
tracked by a head-mounted virtual reality (VR) display, or any other similar input. Also worth bearing in
mind is how often these network operations occur in the course of normal Internet usage. While some network
operations can be performed with a single network round-trip, others, like viewing a web page, can often
require 10 or more sequential network round-trips to load a single page. Thus, even seemingly small network
times can add up to large user-perceived delays. Further, real-time collaboration and online multiplayer
games perform tens to hundreds of these network operations every second when in use, each of which can be
affected negatively by high latency.
We also discuss the confusion between throughput and speed, as well as how throughput relates to latency. It
has been a common misconception that as throughput increased (e.g., from 10 Mbps to 1 Gbps), the time to
complete user-visible operations would decrease at a corresponding rate (i.e., double your throughput and
halve the time to complete a network operation). But as network throughput for many users has reached
and exceeded 100 Mbps, the correlation between throughput and latency has become weaker, and we have
reached a point of diminishing returns. It is as if there is some minimum time that network operations take,
which refuses to go away no matter how high we make the throughput. We will explore where that hidden
delay comes from, what it means, and how to improve upon it.

2

Exploring End User Performance

Today when people think of end-user Internet performance, typically it is solely in terms of the throughput
of a home’s Internet connection. Recent debate in the U.S. about improving performance has as a result
centered around the potential benefits of moving to symmetric gigabit connections [4] or dramatic increases in
upstream capacity [5] as a tool to solve performance problems, particularly with interactive applications such
as video conferencing that have seen recent mass adoption as a result of the COVID-19 pandemic [3]. This
primary focus on throughput has been consistent with the Internet industry’s approach for more than thirty
years that simply increasing capacity was the best way to improve performance (or “Quality of Experience”)
for the end user.
But over the last decade, the industry, including protocol developers [6], researchers [7] [8] [9] [10] [11] [12]
[13] [14], operating system developers [15] [16], application providers [17], Internet Service Providers (ISPs)
[18], and standards development organizations [19] [20] [21] [22] [23] [24] [25], has begun to recognize that for
the majority of applications in use today and envisioned in the near future, another key factor, latency, can
have a much bigger impact on QoE. Consistently low latency is critical to the performance of any application
involving user interaction, from web browsing to video streaming and everything in between. However, it
6

remains the case that latency is not well understood in the policy or regulatory spheres or by the average
user — or even by many in the industry. One of the reasons for this has been that the way in which network
latency has historically been characterized is flawed. The measurement methodology and the metrics typically
used to describe latency have had very little to do with end-user QoE.

2.1

Examining Latency

Delay can be considered at the application level — such as the time between a user clicking a link in a
browser and for the resulting page to be displayed, or it can be considered at the network level — such as the
time that it takes for the HTTP request message generated by the browser to make it to the server that will
eventually return the corresponding data. Network latency can be considered on a one-way basis (upstream
or downstream) or a round-trip basis (both directions). Stated formally, network latency represents the time
that it takes for a minimal1 data packet to travel from one network host to another network host. Latency is
the component of delay that doesn’t vary with message size. This network-level delay is what we focus on in
this report, because of its impact on the application-level delay that affects end-user experience.
Network latency is a core characteristic of any network path, including end-user broadband connections to
the Internet, paths between two servers in a Content Delivery Network, paths between two enterprise network
locations, and so on. This report primarily focuses on latency as it pertains to end users’ use of a broadband
service, but many of the concepts apply to other network paths as well.
The less delay that a network or application has, the more “responsive” a service will feel to an end user.
The more delay (or lag), the worse it will feel. Having low delay is centrally important to any application
involving users interacting with each other, a device, or an application, and will become ever more so as
new cloud-based applications, augmented reality, virtual reality, and other new application classes emerge.
Critically, however, reducing delay meaningfully improves all existing user applications.
In addition, it is also important to have a consistently responsive service where delay stays consistently low
no matter how heavily utilized a user’s Internet connection may be and no matter what mix of applications
are being used. This might seem like an unreasonable demand — expecting a network to be able to provide
consistently low delay even under heavy load — but, as this report shows, this is in fact possible with today’s
technology. To an end user, changes in delay can affect the performance of applications moment to moment.
More often than not, end users (and frankly many network engineers) often simply just accept latency
variation as “that’s how the Internet works” and they tolerate this oddly variable performance. Network
engineers often use the term jitter when describing the variability of latency, which we explain later in the
report.
Since a data packet cannot instantaneously be sent from the source to its destination, the network latency
metric provides a measure of the total delay experienced by a minimal packet as it is transmitted through
many different network nodes along an end-to-end path in order to arrive at its intended destination. For ISPs,
this metric can often be further focused to separately measure downstream latency and upstream latency
to gauge network delays encountered in sending data in the downstream direction through the network to
the end user, or in the upstream direction from the end user into the core of the network, respectively. For
network operators more generally, understanding the working latency (defined further below) of the network
generally involves measuring the latency across multiple network segments (e.g., the home network, the access
network, the metro core, etc.).
To some degree, latency has been an accepted performance metric by network engineers since the inception
of modern computing technology. In accordance with this, the FCC conducts performance tests of network
latency over the public Internet and presents results in its periodic Measuring Broadband America (MBA)
reports2 . The latency results reported by the FCC are really what is becoming better understood as a
test of idle latency. Such an idle-latency test is typically performed by sending a small number of ping or
UDP packets (see Appendix B: Latency Measurement Tools and Protocols) from a home to a destination
1 A packet that is significantly smaller than the link Maximum Transmission Unit (MTU), such that the transmission time for
the packet is negligible compared to the other delays the packet experiences, could be considered “minimal”. 1500 bytes is a
common MTU value in many networks.
2 See Section D of the Tenth Measuring Broadband America Fixed Broadband Report [26].
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server on the Internet and reflects the average round-trip time (RTT) for each packet to travel to the server
and back. However, such a test is typically performed with no other meaningful traffic utilizing the end
user’s Internet connection at the moment of the test, and it additionally discards the (oftentimes significant)
variation in RTT from one packet to the next. As a result, a measurement of idle latency does not reflect the
end user’s real-world latency when they use their Internet connection, and instead tends to only reflect the
inherent attributes of the access-network technology and the distance between the client (end device) and the
measurement server.
While there can certainly be differences between access-network technologies (and these are discussed in
Section 4.1) as well as differences in the distances being measured, the differences in working latency —
also sometimes known as latency under load (LUL) — can be significant and that measure is more directly
representative of real-world performance. Idle latency is nothing more than a measurement of a connection
when it is not being actively used and is therefore essentially meaningless to end-user QoE. To really
understand end-user QoE, we need to look at working latency rather than idle latency.
When a longer-duration test of latency is run while the Internet connection is being utilized, this is a test of
working latency. Working latency is therefore a better reflection of the real-world performance of an end
user’s Internet connection. The difference between idle latency and working latency can be significant — on
the order of hundreds of milliseconds [27]. That is the difference between a player losing an online game,
between a good and bad video conference experience, between slow start of video streaming playback and
instant playback, etc. The differences between working latency from one network to another and one user to
another are significant and bear as directly on end-user QoE as connection throughput.

Figure 1: Example of Working Latency Over Time for a Network Connection
Figure 1 shows an example of a measurement of round-trip latency over a nearly two minute period for a
network connection exhibiting the characteristic behavior of poor working latency that is common in many
networks today. In this case, the idle latency is around 30–40 ms (e.g., the first twelve seconds), and there
are large excursions where the latency exceeds 200 ms for several seconds at a time. The typical latency
measurement that might be reported by the FCC or others for this connection would indicate perhaps 35 ms
of (average) latency, and 5 ms of “jitter” — which would indicate fairly good performance — because they
only attempt to characterize the idle condition, and thus they ignore the excursions.
For engineers tasked with improving working latency, the first step is knowing where that latency is coming
from, in order to guide the work. If idle latency is good but working latency is terrible, then that points to
an over-buffering problem. If even idle latency is terrible, then it is necessary to address the causes of that, in
addition to checking for over-buffering.
A test of working latency typically involves running a throughput test or a large file transfer to fully utilize
a connection while simultaneously measuring the application-layer round-trip time experienced by that
connection. This will show the packet delay when a connection is in use, reflecting real-world performance.
To best measure what performance a user might expect, working latency tests don’t simply report the average
latency experienced, but instead focus on the maximum (or perhaps the 99th percentile) of the latency
measurements, along with the minimum value. These two values represent the range of packet latencies
within which the user’s applications will need to operate with and provide the best reflection of the expected
8

QoE.
To summarize, idle latency is interesting but on its own does not sufficiently predict end-user QoE, while in
contrast working latency is centrally important to that QoE. If the 99th percentile working latency is kept
low, a user will perceive a service as being consistently responsive to their application needs and experiences.
The best Internet connection will have high throughput (high data rate), low delay (low latency), consistent
delay (low jitter), and low packet loss.

2.2

Causes of Latency

But what causes poor working latency? The best way to understand that is to first envision the end-to-end
path from a user to a destination server. As illustrated in the figure below, a user inside the home has a
device (such as a laptop or a smartphone), which connects to their Local Area Network (LAN) — often via
Wi-Fi — to some Customer Premises Equipment like a home router or cable modem gateway at the edge
of the home network. From there they connect to an ISP access network, across a metro or regional ISP
network, to an interconnection point, possibly to a transit network, and finally to a destination network.
Inside the destination network the user’s traffic will be further routed to network devices in a destination
data center (e.g., router, load balancer, switch), and finally to a destination server.

Figure 2: End to End Network
The latency for a packet to be sent between a laptop and the next hop on the LAN will typically be quite
short. As you add successive network hops from the laptop to the home gateway, then the ISP network, and
all the way to the destination server, the latency will increase as each new link in the chain is added. But,
because each link may introduce a different amount of latency, a large number of links in and of itself doesn’t
necessarily mean high latency. This is because some links can be quite short, such as a fiber link between a
switch and a server in a data center, while other links can be long, such as an east-west fiber link across the
United States. All physical media is limited by the physics of the speed of light. This means that, generally
speaking, latency increases as distance increases: the time to send a packet across town should be less than
the time to send a packet across the country.
Latency also varies by different types of physical media or type of network (e.g., type of ISP access-network
technology). In addition, the latency properties of ISP access-network technologies will also cause latency to
vary — this subject is discussed further in Section 4.1. As a result, idle-latency tests of an end-to-end path
will simply reflect (1) distance and (2) properties of underlying network technologies. This is the baseline
latency that is just the starting point for understanding real-world end-user performance (i.e., QoE).
The total time of a network round-trip is made up of six main components:
(a)
(b)
(c)
(d)
(e)
(f)

Transmission time (serialization/encoding)
Propagation time
Queueing delay (buffering delay)
Processing time
Access to shared medium, like Wi-Fi channel acquisition delay, etc.
Other overheads, like Ethernet preamble, etc.

When transmission rates (throughput) are low compared to the amount of data being sent, as was the case
with legacy dial-up modems, transmission time (a) can be significant. As throughput increases, this time
decreases, until it becomes noticeable only for the largest of transfers, such as app downloads or occasional
operating system software updates.
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Propagation time (b) is dictated by the speed of light or electromagnetic waves and by the distance traveled.
Since the propagation delay in a given medium isn’t going to change, the only way to reduce propagation time
is to use a different medium or to shorten the distance, which is one of the reasons Internet companies locate
their data centers and Content Delivery Network (CDN) servers geographically close to their customers.
As CPUs get faster, processing time (d) shrinks. Currently, over all but the shortest of network paths (e.g.,
inside a data center), processing time of transporting packets across networks is negligible compared to other
delays.
Medium access (e) and other overheads (f) depend on the network technologies being used. These delays
vary widely. While these can and likely will improve over time, they are generally very tightly coupled to
fundamental technology decisions that underlie the individual link technologies. A brief discussion of some of
these can be found in Section 4.1 and in Appendix C: Link Technology Details, but in this report, we don’t
provide specific recommendations on those aspects (though solutions exist for some technologies, such as
DOCSIS).
The size-related component of delay (i.e., transmission time) and the geographic component (propagation
time) used to be the dominant factors in determining how much time a network operation takes. However, in
this report we show that as network throughput has increased, and decentralized servers have been deployed
(such as content delivery networks), these components of delay have become less and less significant compared
to the others.
This leaves queuing delay (c) as the single largest component of delay experienced by most network operations
today. It largely determines the overall time required to complete a network operation (though for some
network technologies the medium access (e) and other overheads (f) can also play a role). Unlike the speed of
light, queuing delay is something we can improve.
Even if you imagine a user with a 1 Gbps symmetric fiber-based broadband connection that is communicating
with a server that is relatively close by, it is still possible that latency can still be an issue. Unlike cars on a
road, which have human drivers who slow down when they encounter heavy traffic, photons traveling through
glass fiber move at a constant speed. Photons do not slow down because there are other photons ahead of
them in the fiber. So, if photons in a given medium travel at a constant speed and never slow down, how do
computer networks experience congestion that slows down the responsiveness of the network and degrades
user experience?
The answer is that congestion-related delays in computer networks do not occur in the cables; they occur in
the packet switching equipment that connects the cables (e.g., switches, routers, access points, network cards,
operating systems). When a data packet arrives in a piece of switching equipment, and the cable on which
the packet is supposed to depart is already busy, the data packet has to wait its turn. If there are many
other packets similarly waiting, the data packet may have to wait a significant amount of time (i.e., in a
buffer) or be discarded as packet loss.
Along the end-to-end path, the link with the least capacity in the upstream and downstream direction (which
may be different for each direction) is the most constrained link, and is typically referred to the “bottleneck
link”. This bottleneck link requires a buffer of some sort to accommodate the situation where, for a brief
time, packets are arriving faster than they can depart. The time packets spend waiting in that buffer, or
queue, is often the dominant component of the overall latency.
A good way to imagine a buffer is to imagine someone blindly pouring water into a funnel that has a wide top
(lots of ingress bandwidth capacity), a narrow bottom (lower egress bandwidth capacity), and a finite volume
(a fixed buffer size). As water enters the funnel, if the incoming water flow is greater than can be drained
at the bottom, the water level in the funnel begins to rise — this is analogous to a growing queue depth.
When the water level rises over the top of the funnel it begins to spill out (akin to packet loss). This water
spillage (or packet loss) is an implicit signal of congestion. Alternatively, a person holding the funnel may
notice the rising water level and tell the person pouring water to slow down before the water overflows and
spills. This communication between funnel holder and water source is an explicit notification of congestion.
Whether as a result of noticing loss of water due to spillage, or receiving an explicit signal from the person
holding the funnel, the person pouring might then either reduce the rate of their pour, or perhaps even stop
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pouring momentarily to let the water level decline. In the networking context, this response is referred to as
congestion control.

Figure 3: Network Buffering — Funnel Analogy
The presence of a bottleneck link (and its buffer) is neither good nor bad — it is merely a fact of design of
any heterogeneous network where not all links have the same throughput. As well, the fact that some packets
are either congestion-marked or discarded at this bottleneck is also completely normal and indeed is essential,
as this is a key part of the control signal or feedback loop to tell a sender how fast it should be sending
packets. Without trying to send at an increasingly higher rate, a sender would otherwise never be able to
discover and fully utilize the maximum capacity of an end-to-end path, nor adjust to take advantage of new
capacity as it becomes available. Thus, what’s critical is not that a queue exists or that packet marking or
loss will occur — it is how that buffer or queue performs and how quickly it can react to changing conditions
and communicate that back to the sender.
Network engineers refer to how a buffer performs as “queue behavior”. The predominant and most basic way
to manage the behavior of a queue has been Tail-Drop First-In First-Out (FIFO), which is easy to understand
and easy to implement, but which can introduce significant latency and latency variation. These queues are
described in detail in Section 4.2.2.
Newer forms of queue management, such as various types of Active Queue Management (AQM) (discussed
further in Section 6.3), that have started to emerge in recent years, can dramatically improve the responsiveness
of these network queues and therefore dramatically lower working latency.
This report explores all of these topics below, from a deeper dive into latency measurement, to the newest
forms of AQM and where they are best deployed.

2.3

Latency vs. Throughput

Latency and throughput are two distinct characteristics of a path between a sender and a receiver, and they
are largely unrelated to one another3 . That said, there are situations in which they can influence one another.
For example, in some specific cases, existing network protocols cannot achieve high throughput when there is
significant latency present, and this can reduce the experienced throughput from the user’s perspective. In
other cases, increasing the throughput of the path (e.g., from 10 Mbps to 1 Gbps) can reduce latency.
3 Note that the size-related components of delay generally are directly affected by throughput, but (as discussed in Section
2.1) we consider these to be distinct from latency.
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One concrete case where this can happen is with latency degradation due to load on the path, when poor
buffer management algorithms are used. For example, video streaming typically sends chunks of video data
(e.g., a chunk every five seconds) from server to client, with each chunk sent as fast as the network can deliver
it. This results in a square-wave on/off cycle, where the bottleneck alternates between being 100% busy
(while a chunk is being transferred) and idle (between chunks). As we’ll explain in detail later in this report,
much of today’s networking hardware exhibits high queuing delays when an application seeks to send data as
fast as the network can support (e.g., whenever the video streaming app is in the process of actively sending
a chunk).
Looking at the video streaming example demonstrates that higher path throughput may reduce the frequency
of a latency degradation — but not the severity of the degradation. Sending a single 5 Mbps video stream
over a 10 Mbps connection, results in the sender actively sending (and thus inducing high latency) 50%
of the time while the streaming video is being played (i.e., 2.5 seconds of high latency every 5 seconds).
Sending the same 5 Mbps video stream over a 100 Mbps connection results in high latency for only 5% of
the time while the streaming video is being played (i.e., 0.25 seconds of high latency every 5 seconds). And
sending the same 5 Mbps video stream over a 1 Gbps connection results in high latency for only 0.5% of
the time while the streaming video is being played. So at both extremes given — a 10 Mbps connection
and a 1 Gbps connection — packet latency could be severely impacted, just much less frequently with the
higher-throughput connection.
Furthermore, many real-time applications (e.g., voice/video conferencing and online gaming) implement a
jitter buffer (see Sections 3.1, 3.2, and 3.3) that makes them only sensitive to the worst-case latency, even if
that latency occurs very infrequently. For these applications the latency degradation caused by the video
streaming application could therefore be effectively the same, regardless of connection throughput.
Another case where increasing throughput can impact latency is when the queue/buffer is statically sized
(e.g., as a fixed number of bits or bytes tuned for the highest data rate that the technology theoretically
supports), resulting in an artificially inflated buffering delay on lower-throughput connections. For example,
if an 802.11ac Wi-Fi access point has buffers statically sized for its maximum supported data rate (1.3 Gbps),
then an 802.11g client device (maximum rate 54 Mbps) is likely to suffer network delays 24 times worse than
it would with an old 802.11g access point. This phenomenon, queuing delay, is important and is discussed in
some detail in this report.

2.4

Throughput vs. “Speed”

Some people use the term “speed” when referring to capacity or latency or a combination of these two. While
that term is more often associated with capacity (e.g., a “speed test” that reports the achieved throughput of
a file transfer), it can mean different things in different contexts. Since this term has no precise definition in
the context of either capacity or latency, we generally avoid that term in this report. We do use “speed” in
this report to refer to the distance bits travel on a physical medium per unit of time (i.e., the propagation
speed of signals in the medium).
When we describe a link capacity as 100 megabits per second, or 10 gigabits per second, or 1 terabit
per second, that refers to the amount of data passing through a given point (such as a home’s Internet
connection) per second, and for this we will use the terms “throughput”, “bandwidth”, “bit rate”, or “capacity”
interchangeably4 .
To illustrate this with a simple analogy, imagine that increasing the bandwidth is like adding more lanes to a
highway — it makes the highway wider, so it can carry more cars, but it doesn’t change the speed limit at
which the cars may travel. For a task that requires a single round-trip journey to a given destination and
back, it is the speed of travel that most determines the amount of time that the task consumes, rather than
the number of lanes on the highway. Conversely, if the task is to move more goods than will fit into a single
vehicle, more lanes could mean that more vehicles could be used simultaneously, and thus complete the task
more quickly.
4 There are, in fact, technical differences between these terms. However, for purposes of this report the distinctions are not
particularly relevant.
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3

Latency and Latency Variation Impact on User Experience

This section discusses the impact that network latency and latency variation can have on widely used
applications.

3.1

Voice and Video Conferencing

Voice and video conferencing systems are some of the Internet’s most-used features. They are used for
meetings between workers — both inside and across companies, for education and teaching, and to connect
friends and families. As the COVID-19 pandemic took hold, these systems became critical infrastructure for
many aspects of the United States economy [3]. All of these systems are highly sensitive to latency.
Video conferencing systems use a variety of mechanisms to compensate for latency variation and packet loss.
These include:
• Implementing a jitter buffer that delays the early-arriving packets in order to match the delay of the
later-arriving packets (sometimes completely discarding packets that arrive past this delay), resulting in
a consistent overall delay. Jitter buffers are designed to minimize residual loss, perhaps aiming for 5%
or less, which results in a fixed latency equivalent to at least the 95th percentile of the network packet
latencies. So, for a VoIP application, average network latency does not matter at all, what matters is
the 95th or perhaps 99th percentile packet latency.
• Using forward error correction and error concealment mechanisms to recover from or conceal lost packets
• Requesting retransmission of lost packets (generally only used when the round-trip time is low or packet
loss is extreme and can’t be dealt with via forward error correction and/or error concealment)
Engineers of these systems refer to glass-to-glass delay as being a key figure of merit in the performance of a
conferencing system. For the video component, the glass-to-glass delay is measured from the time light hits
the glass of the sender’s camera until the corresponding image is displayed on the glass of the display of the
receiver of the video. For audio, it is time from when audio is recorded at the microphone of the participant,
until the time that same sound plays out on the speaker of the other participant.
When the glass-to-glass delay is low, the call or meeting can seem like a normal conversation. As the delay gets
longer, it becomes harder to have a conversation, with speakers often talking over one another and struggling
to maintain dialog. Low glass-to-glass delay for audio and video is critical for a good user experience on a
voice or video conference.
Table 1: Contributors to One-Way Glass-to-Glass Delay in Video
Conferencing Systems
Process

Description

Delay (ms)

Capture
Noise suppression
Encodings
Network
Media forwarding
Jitter buffers
Error correction
Retransmission
Decoding
Concealment
Play-out
Total

Record from sensor to application
Remove background noise and echo
Compress media
Transmission over network
Media processing to mix and distribute media
Compensate for latency variation
Wait for extra data to fix lost packets
Request and receive retransmissions
Decompress the media
Conceal gaps in media from any lost packets
Stream media out to speaker or display

5 to 50
0 to 10
5 to 30
20 to > 800
10 to 100
5 to 100
0 to 100
0 to > 1600
1 to 20
0 to 30
10 to 50
56 to > 2890

Table 1 shows major contributors to delay, and the approximate delay ranges that are typical in web
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conferencing systems5 .
The ITU-T states that even with delays of up to 200 ms each way, most telephone users will still be very
satisfied, but with delays above 550 ms each way, nearly all users will be dissatisfied, as shown in Figure 4.

Figure 4: The Effect of One-Way Delay on Telecommunications Quality [28]
For Internet voice and video conferencing and calling systems, a 56 ms delay each way (112 ms round-trip)
makes for a pleasant conversational experience, well below the 200 ms one-way delay limit for users to be
“very satisfied” with their voice call. A three-second delay each way (six seconds round-trip) makes for a truly
terrible conversational experience. More than 90% of the difference between the good experience (112 ms
round-trip) and the terrible experience (six-second round-trip) lies in network-related contributors to delay
(transmission, retransmission, error correction, error concealment, jitter buffers, etc.) Consequently, having
the network provide consistently low delay and consistently low packet loss is the single largest change we
can make to dramatically improve the quality of voice and video conferencing.

3.2

Multiplayer Online Games

Video games are a major form of entertainment for a large portion of the population, with 76% of U.S.
internet users indicating that they play [29]. It is also important economically, with global gaming revenues
exceeding global movie and North American sports revenues combined [30].
Multiplayer online games are particularly sensitive to latency. This is especially true for fast-paced games,
such as first person shooters (FPS), fighting games, or sports games. Even in the early days of such games in
the late 1980s [31] [32], gamers were acutely aware of the impact of latency on their experience. Today many
games have the ability to report your ‘ping’ time on the screen during gameplay, and even on a scoreboard
after the game.
5 Increasingly,

audio/video from real-time participants is being processed prior to encoding and sending, as well as potentially
after decoding on the receiver side. Users often make use of features like background removal and visual effects (e.g., funny hats).
On the receive side, the audio/video may be mixed with other content. For example, fans can be superimposed on seats in a
sports venue as if they were attending the game. The processing can involve machine learning models and can be quite CPU
and memory intensive, even for newer devices. These video and audio effects can generate additional latency beyond what is
shown in the table.
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Excessive latency, commonly referred to as ‘lag’ or ‘ping’ by gamers, can cause a variety of issues during
gameplay. One of the most common is ‘rubber banding’, which is the appearance that a character has moved
to one location and then immediately snaps back to another. Another is the perception that some players can
shoot around corners, i.e., your player is shot even though, from your point of view, you had moved around a
corner before the shot was fired. A third is the ‘peeker’s advantage’, whereby someone peeking around a
corner can see their opponent before their opponent sees them.
Modern FPS games operate using a client-server model [33]. Each client maintains a local simulation of the
world and sends state updates to the server so that the actions taken by the player can be shared with the
other clients/players. The server usually maintains the authoritative state of the world and transmits this
authoritative state back to all of the players at regular intervals (e.g., 30–128 times per second) [34]. Each
client then adjusts its internal state to match the server state.
Of course, different players will have different latency to and from the server, and thus the state of the world
held by the server and by each client will always be slightly out of sync from one another.
To address network latency and jitter, game developers use various techniques:
• Both the server and each client typically extrapolate to predict present state based on slightly old
information. When this extrapolation proves to be incorrect, the state of the world has to be realigned,
resulting in players appearing to snap back from the extrapolated position to the correct one.
• The server and each client generally implement a jitter buffer similar to that described in Section 3.1.
• Take latency into account in matchmaking, grouping players into games based (in part) on their latency
to the server.
• Take into account what a client’s view of the world was when it fired a shot, rather than registering
hits only based on the current state of the server.
But there are limits to the effectiveness of these techniques, and each comes with trade-offs that affect the
quality of the gameplay in other ways. As a result, some game developers have taken the step of building
their own networks and interconnecting with major ISPs, in order to reduce network latency in the first place
[35].

3.3

Cloud Gaming

The past few years have seen the emergence of ‘cloud gaming’ platforms, such as Google’s Stadia or NVIDIA’s
GeForce Now. These move the graphics-intensive work to a server in the cloud and then effectively transmit
a video and audio stream of the gameplay back to the client. This allows the game to run on far lower
specification client devices, without the need for powerful graphics processing units (GPUs) on the client side.
The developers of these platforms say that increases in Internet access bandwidth and decreases in latency
make this approach feasible.
This, of course, means that cloud gaming platforms are more bandwidth-intensive than traditional games, as
they have to transmit high-resolution video at a high frame rate to the client. GeForce Now, for example, states
that it “requires at least 15 Mbps for 720p at 60fps and 25 Mbps for 1080p at 60fps”. This high bandwidth
downstream flow is accompanied by a low data rate upstream flow that simply carries the commands from
the user’s controller to the server.
Similar to video conferencing applications, the client needs to implement a jitter buffer in order to provide
smooth video playout, again making the experience sensitive to the high (e.g., 99th ) percentile latency.
The separation of the controller and display from the game logic and rendering introduces latency sensitivities
not experienced in traditional multiplayer online gaming. High or variable latency could cause a disruption
in the fluidity of all aspects of gameplay, not just in the time-critical interactions between players as in the
case of traditional gaming.
There is also anecdotal evidence suggesting that high or erratic latency may also be used by cloud gaming
platforms as a signal to reduce the resolution of the game. Little published material is available from the
cloud gaming platforms to explain their approach in technical detail.
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3.4

Web Browsing

Web sites and web browsers have become ever more sophisticated since Tim Berners-Lee invented the World
Wide Web in 1990 as a way to publish and read simple textual pages. These days, most of the heavily visited
websites on the Internet are no longer collections of static pages but dynamic and often personalized web
applications that are generated upon request. Each web page often consists of many individual resources,
which are fetched from multiple servers.
Inevitably, this increased complexity can lead to longer delays in loading any given page. Particular causes
can include the following:
• The browser often needs to download data from multiple servers (e.g., font and image servers), which
requires establishing a separate connection to each server
• Behaviorally targeted advertisements can invoke real-time bidding systems before this content can be
loaded
• The web application itself might need to talk with multiple backend systems (such as databases,
authentication systems, and personalization engines) in order to construct what it will deliver to a user
• The current traffic load on a site can introduce delays within the web application, including backend
systems as well as frontend systems such as load balancers and TLS endpoints
• Sites have added numerous kinds of web resources, such as images, scripts (small pieces of computer
code such as JavaScript), videos, and more — some of which can be very large compared to the text
and underlying HTML markup of the page.
To handle the increased size of resources like images, fonts and scripts, network connections with higher
throughput can help. Compared to a 9600-baud dial-up modem, a 10 Mbps Internet connection will load
modern web pages faster. But it has been observed that for most broadband users today, as Internet
connection rates increase beyond 10 Mbps, we find that we reach a point of diminishing returns, and further
increases in throughput yield little further improvement in page loading time6 .
Why is this? With the network technologies commonly in use today, to view even a simple web page the
browser has to perform multiple sequential tasks, requiring multiple network round-trips:
1. Translate from a domain name (e.g., “www.example.org”) to an IP address
(e.g., 2606:2800:220:1:248:1893:25c8:1946) using the Domain Name System (DNS).
This requires a network round-trip.
2. Establish a connection to the web server using TCP.
This requires a network round-trip.
3. Establish a secure session using TLS 1.2.
This requires two additional network round-trips.
4. Fetch the HTML text describing the page content and layout using an HTTP “GET” request.
This requires at least one more network round-trip, and often more.
It is clear how loading even a simple web page can easily take five or more sequential network round-trips. In
addition, since most web pages today are not simply text, but also involve images, style sheets, fonts, scripts,
etc. If they come from different servers, fetching those resources can take an additional five or more sequential
network round-trips each. While many of these other resources can be fetched in parallel, the browser cannot
know what other resources it needs to fetch until after the initial HTML text has been retrieved, so it is easy
to see how loading a typical web page today can require 10–20 sequential network round-trips in total7 .
As a result, on today’s high-throughput Internet connections, web page load time is largely determined not by
throughput, but by two other factors: how long a network round-trip takes, and how many network round-trips
6 See

Figures 1 & 2 in “More Bandwidth Doesn’t Matter (much)” [36] and Chart 9 in the Tenth MBA Report [26].
Figure 8 in [37], which effectively finds a median of 18.6 round-trips until 85% of the visual content of a typical page is
populated.
7 See
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are required8 . Reducing the underlying network round-trip time is addressed by reducing unnecessary delays
in the network and in end systems, as described later in this report. Reducing the number of network
round-trips required is being addressed by newer transport protocol technologies like TFO (TCP Fast Open),
TLS 1.3, and QUIC, and by recent improvements in web protocols (HTTP/2 and HTTP/3)9 .
To automate measurement of the perceived speed of loading web pages, the Web Vitals project [40] has
defined a metric called Largest Contentful Paint (LCP) [41], which measures “the render time of the largest
image or text block visible within the viewport, relative to when the page first started loading.” They consider
LCP to be one of three Core Web Vitals that matter most in determining QoE, and for this metric they
currently define the difference between “good” user experience and “poor” user experience as being only 1.5
seconds.

Figure 5: Impact of Web Loading Time on Quality of Experience [41]
Even using the transport and web protocol improvements described above to reduce the number of network
round-trips, benchmarks [42] indicate that LCP times increase by about 200–1000 ms for every 100 ms of
additional network latency. Thus, an increase of 150–750 ms in underlying network latency could be sufficient
to turn a “good” user experience into a “poor” one.

3.5

The Role of Latency on Future Applications

As noted above, consistently reducing working latency will improve all existing user applications. Looking to
the future, it seems likely that the emergence of very-low- or ultra-low-latency services may enable entirely
new classes of applications to be created. One way to think about this is to consider that today we assume
accessing resources on the Internet has some delay compared to accessing local content or applications on
a device. But what if a network-based resource were as responsive or available with similar latency as a
locally-installed resource? Additionally, low-latency applications that today are infeasible without highly
specialized private network connections might become viable over consumer-grade Internet access connections.
Reduced latency is therefore likely to spur innovation by creative developers. For example, applications for
self-driving / autonomous cars or crash-avoidance mechanisms require an automotive system to react in less
than 100 ms [43]. This means latency of vehicle-to-vehicle communication (direct or through nearby network
nodes) or vehicle-to-infrastructure communication must be consistently low before such communication can
be reliably used to assist in these applications.
There is a similar strong push to develop ultra-reliable, low-latency applications (as low as 1 ms) in 5G
infrastructure to support use cases focused on human-centric communications in health, safety, office, and
entertainment, or machine-centric communications for driverless cars, enhanced mobile cloud services, real-time
traffic control optimization, emergency and disaster response, smart grid, e-health, and efficient industrial
communications [44]. Finally, virtual reality environments [17] require extensive cloud-based rendering
systems with minimal latency to synchronize updates to the images presented in a head-mounted-display
8 See

Figure 4 in “More Bandwidth Doesn’t Matter (much)” [36].
in TCP, QUIC/UDP, TLS/SSL, and the more recent versions of HTTP [38] have all been standardized at the
IETF. Web standards developed at the W3C [39] also consider performance to be a key factor when defining new features for
web technologies.
9 Improvements
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with the user’s head movements. For fully remote rendering, much of this latency budget is consumed by the
motion-capture and image rendering processes, leaving perhaps only 1–2 ms of network RTT between the
head-mounted display and the rendering engine.
While it is not possible to accurately catalog or predict what low-latency applications ultimately may be
viable ultimately and popular, it is likely that unexpected and surprising new applications will be released in
the future by creative developers capitalizing upon increasingly lower latency over Internet networks.

4

Sources/Contributors to Latency

As discussed above, latency is a property of the end-to-end journey that a packet takes from its source to its
destination. As a result, the latency that any individual packet experiences is influenced by all of the processes
that are involved in handling that packet, from the instant that the sending application generates it, until it
is successfully received by the receiving application. This includes processes in the sender itself, as packets
are handled by the operating system and the network interface; the properties and state of each network
element and link that is involved in forwarding the packet; and the processes in the receiver that are involved
in delivering the packet from the network interface, to the operating system, and then to the application. All
of these aspects accumulate to result in the overall end-to-end latency that the packet experiences.
This section provides an overview of these processes and properties with a particular focus on the factors that
have a material effect on the end-to-end latency. We start with some of the properties of the network hops
themselves, then discuss the phenomenon of buffering delay (which is affected by the sender behavior as well
as the properties of the network); we move on to cover aspects of path selection and core-network topologies,
and, finally, mention additional latency factors that are introduced by the endpoints (sender and receiver).

4.1

Link Technologies in Place Along the Path

The link technologies in the path all contribute to the end to end latency. Each hop along the path introduces
delay due to a number of factors:
• serialization/encoding: the amount of time that it takes for the transmitter to finish sending a
single packet on the link, from the first bit until the last bit. Aside from features such as time-based
interleaving utilized by some link technologies, this is generally negligible on today’s high-throughput
networks.
• propagation delay: the time it takes for a bit of information to travel across the link. This is driven by
the propagation speed of the medium and the length of the link. It is immaterial for home-network and
access-network links, but can become significant for long-haul backbone links. More detail is provided
in Appendix A: Propagation Delays of Commonly-Used Networking Media.
• buffering delay: also referred to as queuing delay, this is the time packets wait in a buffer or a queue
in the network element while other traffic is being transmitted. The buffering delay is variable, and can
range from zero to the maximum supported (or configured) in the node. With poor buffer management
this can be the largest source of delay and delay variation. Unique buffering characteristics of some link
technologies are discussed below, and buffering delay in general is discussed in Section 4.210 .
• switching/forwarding: the time it takes to process the packet header, check for bit errors, decide
whether to forward the packet (and, if so, to which interface) or to discard it, and any other manipulation
of the packet that takes place in the device. This delay is typically minimal, and providers of core
networks will often further minimize this by using technologies like Multiprotocol Label Switching
(MPLS) that have very simple packet headers.
• media access delay: the delay incurred due to arbitrating access of multiple devices to a shared
medium. This is present in some home networking technologies (e.g., powerline, coax), some wireless
10 Note, the term “buffering” is also commonly used to refer to the time that a streaming media application (e.g., a streaming
video player) appears to wait while it builds up an amount of data in its playout buffer, before it begins playing the media. This
is an entirely different phenomenon, and is not what we refer to as buffering in this report.
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technologies (Wi-Fi), Data Over Cable Service Interface Specifications (DOCSIS), and some Passive
Optical Networking (PON) implementations. In addition, some link technologies support the retransmission of packets lost due to noise and interference. This feature enables a lossy link (e.g., a wireless link)
to achieve acceptable packet-loss rates but results in additional latency to complete the loss detection
and retransmission process. We include the impact of this feature in the media access delay, since in
some cases the two are very tightly coupled. Media access delays can range from less than a millisecond
to tens or even hundreds of milliseconds, and in many cases are dependent on how many devices are
actively using the shared medium. For link technologies where the device has a dedicated link, like DSL
and switched Ethernet, there are no media access delays.
• other, link specific: some link technologies can introduce additional delays that can be significant.
Some of these are discussed below.
The following table summarizes approximate round-trip values for three of these sources of delay, in milliseconds,
for a selection of different link technologies. The table gives the typical one-way distance over which the link
technology is generally used, the nominal round-trip signal propagation delay for a round-trip there and back
over that distance, and the serialization delay for two 1500-byte frames (the typical maximum packet size on
today’s Internet) — one in each direction. Finally, the table gives typical media access delays for these link
technologies.
Table 2: Contributors to round-trip delay, in milliseconds
Technology
GigE
Wi-Fi
Powerline
DOCSIS
LL DOCSIS
DSL
GPON
LTE/5G
LEO Satellite
GEO Satellite

Distance

Propagation

10 m
30 m
40 m
10 km
10 km
10 km
10 km
2,000 km
3,000 km
72,000 km

0.0001
0.0002
0.0004
0.1
0.1
0.1
0.1
20
20
480

Serialization

Media Access

Notes

0.02
0.01 – 2
0.12
0.15 – 3.5
0.15 – 3.5
0.20 – 20
0.01
0.01 – 1
0.20 – 2
0.20 – 2

0
1 – 1000, or more
1 – 2000, or more
2–8
0.5 – 4
0
1–2
10 – 20
2 – 30
2 – 30

1
2
3
3,4
5
6
7
8,9
10,11

Table Notes
1. Wi-Fi media access delay can vary considerably based on how many devices are contending for
access.
2. See Appendix on Powerline Carrier (PLC) for details.
3. DOCSIS equipment supports configurable time-based interleaving. Typical serialization delay
is 1–2 ms, but can be configured as high as 10 ms.
4. “LL DOCSIS” refers to “Low Latency DOCSIS” [45].
5. Some ADSL+ and VDSL deployments use time-based interleaving, which introduces 2 – 20 ms
of serialization delay. Many deployments do not enable interleaving because of the latency it adds.
6. GPON media access delay is highly vendor-dependent.
7. Mobile networks commonly backhaul Internet traffic to central locations in the U.S., rather
than interconnecting locally, resulting in round-trip propagation delays on the order of 20 ms or
more.
8. LEO: Low Earth Orbit. Satellite constellations are expected to be deployed at altitudes of 340
km – 1200 km, and beam elevation angles will range from 25° to 90° as satellites move overhead,
resulting in link distances (ground-satellite-ground) ranging from 680 km – 5760 km (propagation
delay 4.5 – 38 ms). The propagation delay is expected to vary as the satellite path changes.
9. Media access protocols in LEO systems are proprietary. Limited public information is available
at this time. Media access delays are believed to be similar to LTE.
10. GEO: Geostationary Earth Orbit. Link distance (ground-satellite-ground) is twice the satellite
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altitude (36,000 km)
11. Media access protocols in GEO systems are proprietary. Media access delays are believed to
be similar to LTE.
For most technologies, propagation and serialization delays are in the microseconds, or a couple of milliseconds
at most. Notable exceptions are satellite Internet access and mobile networks — where propagation delays of
10s to 100s of milliseconds are seen, and some DSL networks that require significant time-based interleaving
to combat loop noise.
The largest source of delay — queueing or buffering — can affect all communication paths, regardless of link
technology. Most link technology specifications are silent about how much buffering the network devices
should have. Consequently, buffering delay is not listed in the table as a per-technology property, since
buffering delay is usually a property of a particular implementation, rather than being a fundamental property
of any particular link technology11 .
One interesting exception is DOCSIS technology, which does include specification of buffering behavior in
devices. DOCSIS 3.0 equipment has a feature called Buffer Control which allows the network operator to
appropriately size the tail-drop FIFO buffer in the network equipment. When properly configured, this can
reduce Working Latency to roughly 100 ms in each direction. DOCSIS 3.1 equipment has additional features
to manage buffering latency, including Active Queue Management (AQM) (see Section 6.3) and Low Latency
DOCSIS (LLD) (which includes support for the L4S architecture that can reduce Working Latency to less
than 1 ms for compatible applications).
A few link technologies have their own technology-specific delays, which are generally larger than propagation
and serialization delays, but still smaller than delays caused by buffering. Delays caused by buffering are
explored in more depth below.

4.2

Buffering Delays

In general, networking equipment needs to have the ability to temporarily buffer (queue) short bursts of
traffic that arrive at a rate that exceeds the rate of the output (egress) interface. This buffering capability
serves a number of purposes:
• it allows applications to send (relatively short) bursts of packets without having to be concerned about
the egress interface rates along the path,
• it handles the incast problem, where packets from multiple ingress interfaces in the device are destined
to the same egress interface at the same time, and
• when the egress interface is the bottleneck, it allows the existing congestion control algorithms to fully
utilize that interface.
The topic of congestion control and its interaction with bottleneck link buffers is an important one, which
we’ll explore below.
4.2.1

Impact That Senders & Network Protocols Have on Path Latency

The manner with which an application sends its traffic can have a large impact on the latency that it
experiences. In addition, it is commonly the case that links along the path are shared by multiple applications
all sending traffic at the same time. Thus, each application has the potential to affect the latency, loss,
and capacity available to the others that are sharing segments of its path. This is particularly true at the
bottleneck link.
If a sender sends its packets too quickly, such that they are arriving at the bottleneck link faster than they
can be forwarded, they will cause the queue in the bottleneck link buffer to grow, resulting in increasing
latency for all applications that are sharing that buffer. This buffering latency will continue to increase until
11 DSLReports publishes a continuously updated list of the 20 ISPs worldwide with the least measured buffering delay
(“bufferbloat”) as well as the 20 ISPs with the most buffering delay. Both lists typically contain examples of multiple different
link technologies.
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either (a) the sender slows down its rate (e.g., in response to explicit congestion notification signals) or (b)
the buffer begins discarding packets. The buffering latency will only decrease when the rate of packet arrivals
is less than the rate at which packets depart.
Considering that the path that an application’s packets take traverses multiple links, with each link potentially
having a different capacity as well as a different (and constantly shifting) mix of other applications sharing it,
it may be hard to imagine how the sender knows at what data rate it should send its traffic. The answer is
that it doesn’t know, at least not directly.
Senders need to implement mechanisms to detect when they are sending data too quickly, and then react by
slowing their sending rate. These mechanisms are referred to as “Congestion Control” algorithms. Senders
that wish to send data as quickly as the network path can support (i.e., capacity-seeking senders) need to
effectively probe for available capacity by increasing their sending rate and then backing off when they sense
congestion. Since the amount of available capacity along the path changes as other flows come and go, these
capacity-seeking senders generally increase their sending rate, sense congestion, back off, then increase their
sending rate again in a never-ending loop.
Most application traffic-flows utilize congestion control, either using an algorithm implemented by the
operating system, or one built into the application itself. While some are capacity-seeking, and wish to send
at the highest rate that the path can support, others are application-limited in that they have a maximum
rate that the application wishes to send data, but can reduce that rate when capacity is insufficient.
Congestion control algorithms have been designed such that when all of the capacity-seeking senders that
share a particular bottleneck link implement the same (or very similar) congestion control algorithm, the
result is that they tend to share the link capacity in a reasonably fair manner, automatically re-balancing
themselves as new flows join and as flows complete. It’s a complex, distributed, dynamic system, and has
worked surprisingly well, but it isn’t perfect and is still evolving.
Unfortunately, the predominant congestion control algorithm today, “Cubic” (which traces its roots to the
“Reno” TCP algorithm designed by Van Jacobson in 1986), works best when the bottleneck link has a deep
buffer, and it generally keeps that buffer full, resulting in significant latency. When the bottleneck link doesn’t
provide a deep buffer, flows with a longer base RTT will get a smaller share of capacity, and the set of flows
may not be able to keep the link fully utilized.
Google’s “Bottleneck Bandwidth and RTT” (BBR) congestion control algorithm attempts to remedy this
situation by detecting the increase in latency caused by congestion, and then backing off to a sending rate
that minimizes this additional delay. But since BBR flows commonly share the network with Cubic flows, the
result can sometimes be unpredictable [46].
Part of the ongoing evolution of congestion control in the Internet is the introduction of new congestion controls
that are smoother and less RTT-dependent, together with, and supported by, new queuing mechanisms.
Perfect alignment of sender and network rate may never be possible, since the available rate can fluctuate
rapidly. By the time a sender is able to adjust its sending rate, the available capacity might already have
changed due to other flows joining and leaving, or due to changing link/channel conditions. For this reason, a
compromise is typically needed between leaving enough link capacity unused to avoid short latency spikes
(when the available capacity dips) and allowing deeper buffer variations to keep the link capacity utilized.
Since more than enough capacity is typically available today, more emphasis should be placed on keeping
latency spikes small and infrequent instead of keeping every link fully utilized.
4.2.2

Tail-Drop First-In First-Out (FIFO) Queues

The previous section described the behavior of the predominant congestion control algorithm and its
requirement for deep buffers. The simplest (and most common) buffer implementation in networking
equipment today is a single tail-drop first-in, first-out (FIFO) queue. As packets arrive, they line up in the
egress queue in arrival order, and they then depart on the egress interface in that same order. If traffic arrives
at a rate that exceeds the egress rate, even slightly, the queue depth will grow. If the arrival rate is less than
the egress rate, even slightly, the queue depth will shrink. In computer networks, these transitions often
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happen very quickly, so that queue occupancy tends to oscillate rapidly between empty (or almost empty)
and full (or almost full), spending very little time in the middle.
FIFO buffers typically have a set size that is determined by the manufacturer (and in some cases is configurable).
If the ingress rate of traffic exceeds the egress rate long enough, or if a sufficiently large burst of traffic arrives,
the buffer will fill up completely, and the excess arriving packets (which would otherwise have been added to
the tail of the queue) will be dropped instead. This phenomenon (packet drop due to buffer exhaustion) is
the predominant signal of congestion in the Internet today, and is what most existing congestion controllers
respond to.
Historically, all congestion controllers responded to a congestion signal by stopping transmission and waiting
until half of the packets in flight were acknowledged before resuming transmission. As a result, in order to
maintain full utilization of the bottleneck link, it was important that the buffer in the bottleneck link be
sized to hold at least half of those in-flight packets. And, since a network equipment manufacturer can’t
know a priori how many packets that might be, it was common (in devices that were expected to be the
bottleneck, like DSL modems, cable modems, and Wi-Fi gear) to provide as much buffering as possible,
resulting in significant latency and latency variation when the link was being fully utilized. This was referred
to as bufferbloat [47].
In equipment that can support a variety of link rates (such as DSL modems, cable modems, and Wi-Fi gear),
statically sized Tail-Drop FIFO buffers introduce even more buffering delay when the link is operating at a
rate lower than its maximum possible rate. Tail-Drop FIFOs that can be adjusted to a more appropriate size
for the current link operating rate can reduce the working latency (latency when the link is under load), but
making the buffer too small will impact the throughput of congestion-controlled traffic.
Many alternatives to tail-drop FIFO queuing are deployed on the Internet today, with demonstrable benefits.
Several of these are discussed in Section 6.

4.3

Path Selection Aspects

Outside of the home network and access network, the remainder of the path that an application’s traffic takes
depends on where the other endpoint is (sometimes there is a choice), on the connectivity options between
the user’s ISP and the other networks that can carry the traffic, and on the routing decisions made by the
ISPs between the two endpoints.
4.3.1

Core Networks and Backbone Links

Within an ISP, their network is composed of the Access network, Middle Mile network, Intercity network and
Interconnection links to other ISPs and Internet Content Providers (see Figure 2).
Each Head End or Central Office access-network router, which aggregates traffic from hundreds or thousands
of users, is part of a Metro or Regional Middle Mile network managed by the ISP.
Large ISPs interconnect their Middle Mile networks via long-haul fiber links to form an Intercity (backbone)
network.
In many cases, these Middle Mile networks also interconnect directly with other ISPs, Internet Exchange
Points (IXPs), Cloud Providers, and Content Delivery Networks (CDNs) locally. In other cases, traffic is
carried via the ISP’s Intercity network to reach an interconnection in another city [48].
The latency of an individual ISP’s Middle Mile and Intercity networks is variable, corresponding to the
distance of the underlying, point-to-point fiber optic circuits that comprise those network paths. Because
network paths in large networks seldom follow the line-of-sight path between two locations, actual round-trip
propagation delays are about 1 ms for every 60 km on average, but can vary widely.
Routing of IP packets in the Internet can be, and often is, asymmetric: taking one path from A to B and a
different path from B to A. Routing asymmetry can be the result of traffic engineering — selecting network
paths to balance load — or other reasons, such as “hot potato” routing [48]. The choice of path is made
entirely by the network operators — endpoints have no practical ability to direct packets along network paths
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— and when the traffic crosses network boundaries, it is the network sending the traffic that has more control
over the path as opposed to the network receiving it [48].
In some cases, configuration errors in routing policies used by any of the network operators involved can
result in traffic in one direction or the other being routed along a highly sub-optimal path. This can result
in significantly higher latency than would be expected based on the geographical distance. Routing errors
are often difficult to reliably detect in the Internet, requiring a concerted effort on the part of the network
operators involved.
4.3.2

Geolocation and Server Selection

CDNs and Content Providers try to determine a user’s geographic location and ISP in order to connect a
user’s devices to the best servers, located within or directly interconnected to the user’s ISP network and
as close to the user as possible. This will result in a shorter path with lower RTT as well as a path with
more capacity or dedicated capacity just for the CDN or content provider. When this geographic location
determination fails to correctly identify the user’s location, this can result in a significant increase in latency
since the user could be directed to a server that is hundreds or even thousands of miles further away than the
nearest server [49].
In some cases, such as when a user is authenticated into a content provider’s platform, that provider can see
the user’s source IP address (e.g., via the HTTP protocol) and then determine both their ISP and infer their
geographic location.
Another method for determining location is to infer location based on the source IP address of the DNS
recursive resolver that is issuing queries to the domain’s authoritative DNS server. This is usually most
precise when the user’s device queries the ISP’s DNS servers and somewhat less so when using a third-party,
such as Google (8.8.8.8) or Cloudflare (1.1.1.1), for reasons outside the scope of this report. In order for a
CDN or content provider to infer the location and network of a DNS resolver, they typically maintain a
mapping of resolver IP address to ISP network and location. Alternatively, client device location can be
communicated in the DNS query in the form of an EDNS(0) Client Subnet option [50], although this has
recently fallen out of favor over user privacy concerns. The net result of the DNS-based method of content
localization is that the DNS response for www.example.com is dynamically generated and will differ from one
ISP network to another and from one city to another.
4.3.3

VPNs and Proxied Paths

Virtual Private Networks (VPNs) and web proxies have become popular in recent years. These technologies
encrypt traffic between the user and the VPN server or proxy (thereby protecting against unauthorized
eavesdropping) and use a source IP address associated with the VPN/proxy when sending a user’s IP packets
to their destinations (thereby masking the user’s IP address [51] and thus obfuscating their geographic and/or
network location).
Because the user’s traffic first goes to the VPN/proxy before getting sent to its destination, sending traffic
through the VPN/proxy can result in traffic traveling over a longer path than it would have otherwise
(depending on the relative locations of the user, the VPN/proxy, and the final destination server12 ). It is also
possible for VPN servers to become a bottleneck, if more traffic is being directed through them than they are
engineered to handle. Additionally, some proxy solutions send only a user’s DNS queries via a proxy — to
prevent the operator of the DNS server from profiling end users — with the remaining traffic sent normally.
While this doesn’t have the same latency consequences as a traditional VPN or web proxy, it can still impact
latency because CDN discovery can be based on the proxy IP address, and thus can result in directing the
user to a CDN node near the DNS proxy as opposed to one near the user.
There is almost always some degree of latency penalty with using a VPN or web proxy service. How great
that penalty is depends on the architecture, design, and engineering of the service.
12 When a VPN tunnel is used to access servers collocated in the same home, small business, or enterprise as the VPN server
itself, the increase in path length is usually small.
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4.4

Latency Contributions from Endpoints

In addition to delays in the network, delays can occur in end systems themselves, in application software,
transport protocol implementations, operating systems, and in network device drivers, firmware, and hardware.
This can occur both in client devices and in cloud servers.
On constrained devices where cryptographic operations are slow, key exchange and encryption can add
measurable delays, particularly during session setup.
Audio and video conferencing applications can be affected by delays in the device subsystems for microphones,
speakers, cameras, and screens. Audio/video compression and decompression can add further delays when
the block size used for compression is large.
In some end systems, just as in the network, excessive buffering can be the largest source of unnecessary
avoidable delay. Historically, networking stacks on many end systems used excessively large output buffers,
because excessively large output buffers sometimes slightly improved overall throughput numbers, and people
were generally not measuring the significant amount of extra delay caused by these large output buffers.
For time-sensitive applications, these unnecessary delays severely degraded user experience [15]. Recent
networking stacks support the TCP_NOTSENT_LOWAT socket option [1] to limit the backlog of data
sitting unsent in output buffers, enabling application software to dramatically improve the user experience
[52] [53] [54].

5
5.1

Metrics and Methods for Characterizing Latency
Latency for a Path in a Live Network is Variable — a Statistical Distribution

Characterizing the latency of a network path from one machine to another generally involves sending one
or more packets along the path and calculating the time that it takes for those packets to arrive at their
destination. When measuring one-way latencies, this requires both endpoints to have synchronized clocks.
The sender inserts a timestamp into the packet that it transmits, and when the packet arrives at the receiver,
the receiver checks its local clock and compares it to the timestamp value in the packet.
It is more common to measure the round-trip time (RTT), since this can be done even in the absence of
synchronized clocks, and for many applications the round-trip time is the only thing that matters anyway. In
this case the sender typically sends a packet to the receiver, the receiver sends a response packet back to the
sender, and the sender then calculates the time elapsed between transmission and reception.
In both of these cases, each measurement represents a single sample of the latency along the path. However,
it is typical in many real-world environments for the latency of a path to vary from one measurement to
the next, sometimes considerably. So, it is usually advisable to collect multiple measurements and then
summarize the outcomes of the ensemble of measurements statistically. It is also frequently the case that the
statistics of latency will vary over time as the load on the network changes, the path itself changes, etc.
Historically, the most common descriptive statistic that is reported (and often labeled simply as “latency”)
is the average latency of the ensemble of measurements. Other descriptive statistics that are sometimes
reported are the standard deviation of the samples, the minimum value of the samples, and the maximum
value of the samples. The term “jitter” is often used to refer to some aspect of the variation of latency from
sample to sample.
For many paths, the distribution of latency samples does not take the form of a traditional Gaussian (Normal)
distribution, where mean and standard deviation completely describe the distribution. As a result, the
two metrics of average and standard deviation are often not particularly useful to understand the latency
characteristics of a path. Rather, it is very common that the minimum latency and the average latency
are fairly close to one another, but there are large “spikes” in latency due to various network phenomena
(as illustrated in Figure 1). These latency spikes can be relatively rare, yet can be a significant factor in
determining the quality of the path and its suitability for a particular application. The effect of latency
variation on application QoE was described in Section 3.
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Since latency variation affects different applications differently, there have been multiple attempts to define
metrics that can describe the variation in a way that correlates to the impact it has. These definitions are all
typically referred to as “jitter”, even though they may vary considerably in their meaning and implications.
A recent report [55] describes five different definitions of jitter that are in common use in the industry.
Calculating each of these metrics on a particular set of latency measurements can result in “jitter” values that
differ by a factor of 100 or more from one another. So, when using jitter metrics, it is important to be clear
which definition is being used, and to consider whether that definition is meaningful given the application
context.
Another approach to characterizing a set of packet latency samples is to use order statistics, e.g., minimum
(P0), 25th percentile (P25), median (P50), P90, P99, maximum. This approach can be particularly useful
when used with isochronous applications like voice communication and multiplayer online games, since these
applications commonly employ a “jitter buffer” that converts latency variation into fixed latency and residual
packet loss (described further in Section 3.1). So, as an example, a jitter buffer that results in 1% residual
packet loss would mean that the application is operating with a fixed latency equal to the 99th percentile
packet latency, and thus the measured P99 latency would be a strong indicator of the quality of the connection
for this application. Since many such applications are likely to target low values of residual loss, latency
percentiles in the range of P95 (5% residual loss) to P99.9 (0.1% residual loss) may be the most useful in
predicting quality of experience.

Figure 6: Example Complementary CDF of Packet Latency
When possible, a more complete view of the latency statistics of a path can be had by plotting the full
statistical distribution from the measurements. One of the most useful representations is in the form of a
Complementary Cumulative Distribution Function (CCDF) graph, plotted on a log scale, with the vertical
axis labeled to represent packet latency percentiles. An example of this graphing format is shown in Figure 6,
which compares two hypothetical technologies “red” and “blue”. Although both technologies have a minimum
latency of 5 ms, the “red” algorithm gives consistently low latency below 10 ms for more than 99.9% of
its packets, whereas with the “blue” algorithm 10% of packets suffer delays of above 25 ms, and fully 1%
of packets suffer delays above 55 ms. This visualization highlights the packet latency in the range of most
interest (P90–P99.9) as compared to a traditional CDF graph that puts the focus on the median latency and
completely obscures P99 and above.

5.2
5.2.1

Measuring Latency
Protocols

There are many different protocols that can be used to measure latency. For each of those protocols, there are
often multiple tools that provide measurement capabilities. The list below covers some of the most common
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techniques in use today. Each of these is discussed in more detail in Appendix B: Latency Measurement
Tools and Protocols.
Protocols used for Active Measurement
Active measurements introduce packets into the network in order to measure latency between two specific
endpoints.
• Ping (ICMP) [56]
• UDP
– One-way Active Measurement Protocol (OWAMP) [57]
– Two-way Active Measurement Protocol (TWAMP) [58]
– Simple Two-Way Active Measurement Protocol (STAMP) [59]
– Isochronous Round-Trip Tester (IRTT) [60]
– SamKnows UDP Latency and Loss (proprietary) [61]
– Flent - Realtime Response Under Load [62]
• TCP
• HTTP/1.1
• HTTP/2 Ping
• Responsiveness [63] [64] [65]
Protocols used for Passive Monitoring
Passive measurement techniques observe existing network traffic in order to determine the latency of
actual user protocol connections.
• TCP: monitoring of occurrences of the TCP three-way handshake in user traffic can be used to determine
both half-RTTs (i.e., the time between the observation point and each endpoint).
• QUIC: the “spin-bit” can be used to passively measure latency in a manner similar to TCP [66].
5.2.2

Awareness of Network Conditions for Latency Measurement

Network conditions can have a significant impact upon latency. A completely idle network can have a very
low and consistent measured latency (using any of the tools and protocols above). However, if the network
has poor buffer management and it is in use by even a single capacity-seeking flow, then latency can increase
significantly and become very erratic. Therefore, it is important with latency measurements to understand
the conditions in which the measurements occur.
5.2.2.1 Cross Traffic Traffic from other users and applications that share the same Internet connection is
sometimes called ‘cross-traffic’. Some measurement systems will measure cross-traffic levels before carrying out
latency measurements, and may defer them or cancel them entirely if cross-traffic has exceeded a particular
threshold, thus explicitly focusing on only measuring idle latency. An example of this is the SamKnows
solution, which uses a 64 kbps threshold for cross-traffic tolerance by default.
5.2.2.2 Idle Latency and Latency Under Load Latency measurements that are carried out in the
presence of little or no cross-traffic are said to be measuring ‘idle latency’. This is useful to work out the
baseline latency of a network path.
As this report describes above, it is oftentimes more useful to instead carry out latency measurements in the
presence of cross-traffic. Carrying out latency measurements under such conditions is known as a ‘working
latency’ or ‘latency under load’ test. This helps to reveal how latency behaves when the network is being used
by one or more capacity-seeking flows, which is precisely when users are using it. Some measurement systems
will generate artificial cross-traffic (perhaps in the form of a throughput test) in order to ensure that the
link is fully utilized, as it would be when there is a single other capacity-seeking flow. Measurement systems
that do not measure (or create their own) cross-traffic cannot reliably know whether they are measuring idle
latency or working latency.
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In addition, measuring latency via load traffic, i.e., measuring the latency of the QUIC or TCP packets used
to perform a file transfer, can be important for understanding application-layer latency phenomena (see
Appendix B: Latency Measurement Tools and Protocols).

5.3

Ongoing QoE Evaluation Best Practices

In addition to spot-testing of working latency by performing a latency-under-load test with artificial crosstraffic as describe above, it is recommended that measurements be performed on an ongoing basis to
characterize latency under the actual traffic loads that are present due to normal network activity.
It is recommended that these ongoing measurements use one of the RTT methods discussed in Section 5.2.
In addition, we recommend a metric such as P99 packet latency as being a good single metric that correlates
to QoE [2].
Ongoing measurements of latency are best made often and with random start times for statistically sound
sampling, and to cover both busy times when significant cross-traffic is present as well as quiescent times
when the path is largely idle. They should also be generated across many client-target pairs, where targets
represent general user-destination locations. Pairs spanning only the last mile do not encompass the entire
network paths users actually traverse. For meaningful results, pairs should crisscross the network in logical
and consistent network distance groupings. A collection of test pairs encompasses a latency-based network
performance telemetry system.
Distilling results from a large number of paths into a format that can be used to compare networks, or to
focus resources on network improvements is challenging. The FCC MBA report [26] has typically presented
the per-ISP median of the average idle latency (see Figure 7), which, in addition to using a metric that is
not particularly relevant to end user QoE, ends up largely a measure of ISP geography (relative to the set of
measurement servers) rather than an indication of network quality or capability.

Figure 7: Idle latency by ISP from FCC MBA Tenth Report
Another approach sometimes used to characterize results of large-scale measurements is to begin by defining
a Service Level Objective (SLO). This objective is ideally based on known application requirements, or on
measured application performance resulting from latency changes in a lab environment. However, there aren’t
easy answers here, since each application may be impacted by latency differently, and the level of impact can
vary over time as the implementation changes or user expectations shift.
Nonetheless, if target values for particular latency metrics are set, compliance to those target values can be
summarized via calculating the percentage of measurement results that meet or exceed the target. A slightly
more nuanced approach called Apdex [67] allows the selection of two threshold values instead of a single
target, and thus groups measurements into three bins, giving measurements in the intermediate bin half
credit toward meeting the objective. See the recent report from NetForecast [68] for an example of Apdex
used to track latency QoE across the U.S. Other approaches may be modeled after the Mean Opinion Score
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[69] measure historically used for subjective assessments of telecommunications voice quality, and thus group
measurements into five QoE bins, corresponding to Excellent (5 points), Good (4 points), Fair (3 points),
Poor (2 points), and Bad (1 point), and then computing the average score across the set of measurements.
These sorts of production performance measurements should aim to represent working latency, which includes
the cumulative effects of cross-traffic, queuing delays, system load, rerouting, etc. All of these latency
impairments impact user packets. While these measurements may not be able to always indicate why latency
degraded, they can provide a service provider with investigation starting points, such as incident date/time,
users impacted (client group), destinations impacted (target group), along with geographic information about
the network path.

6

Current and Future Technologies to Reduce Latency

A number of technologies can reduce network latency [70]. What follows below is a non-exhaustive list of the
most relevant technologies available today and in the near future.

6.1

Move Content Closer to Users

CDNs were developed many years ago to move content servers closer to end users, and CDNs continue to
deploy more local content stores as a means to reduce RTT between users and content. In some cases, CDNs
may be operated in datacenters that are directly connected to ISP networks or may even be hosted inside of
ISP networks (e.g., Netflix’s Open Connect Appliances).
Similarly, ISPs may host local cache servers in their networks so that frequently-accessed content can be cached
locally, thereby removing the need for packets to travel off-network and thus reducing RTT. But in most
consumer cases this is only effective for non-encrypted content, which is declining due to the near-ubiquitous
adoption of HTTPS.
DNS caching is widely employed to reduce the time to respond to DNS queries. While this is a common
practice in recursive resolvers, it is also done by DNS proxies (if enabled, and if they are not bypassed by
encrypted DNS queries) inside home network routers.
More recently, a new type of so-called Network Edge Compute (NEC) and Multi-Access Edge Compute
(MEC) servers have started to be deployed into or near ISP networks or middle mile networks, respectively.
The goal of this effort is to be able to offload computation-intensive yet latency-sensitive tasks from client
devices to the network. In NEC/MEC deployments, the servers may be owned and operated by an ISP,
middle mile network, or a third party.

6.2

Traditional Quality of Service Differentiation

One mechanism used to manage latency is the differentiation of traffic using traditional Quality of Service
(QoS) techniques, which is supported by most networking gear. The BITAG report on Differentiated Services
[71] provides a detailed treatment of this subject, but for the purposes of this report the topic can be
summarized briefly.
QoS differentiation involves identifying application traffic flows based on factors such as the application
protocol and then treating flows differently, often by handling them in separate priority queues. However, if
all we do is replace a single buffer that has poor queue management with multiple separate buffers that also
have poor queue management, this segregation of traffic only helps if an application’s data flow happens to
be application-limited to a rate below that application’s allocation of the shared network capacity. If the
application seeks to discover how much capacity it has available, and the network has poor queue management,
then the moment the application discovers its allocation, its queue will fill and the delay it experiences will
suddenly shoot up. QoS differentiation can provide a benefit when the network operator explicitly wishes
to grant a particular application or user more than (or, conversely, less than) the fair share of the network
capacity that standard congestion control algorithms would determine (e.g., public safety communications
over other applications). QoS can also be used to classify traffic differently within a carrier network (e.g., to
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differentiate between regulated voice traffic and Internet traffic), not to apply priority per se but to apply
different accounting, logging, security, routing, or other policies
It is generally considered to be infeasible to use QoS differentiation on an end-to-end basis for Internet traffic.
Even within a managed network, QoS management is complex, particularly given the broad and dynamic
range of users and application types.

6.3

Active Queue Management

The way that network equipment manages network buffers has a significant impact on the latency. This is
felt most often when the sending (egress) interface has a lower data rate than the receiving (ingress) interface,
or when multiple flows share a link. (Both effects occur throughout the Internet, including within home
networks.) In these cases, packets queue up in the network buffers and cause delays, as explained in Section
4.2.2.
But there are alternatives; some network equipment has egress buffers that support a class of technologies
called Active Queue Management (AQM), which monitor the queue depth (or delay), and then send congestion
signals (either by dropping packets or implementing Explicit Congestion Notification as described in Section
6.4) to try to maintain lower queuing delay (compared to Tail-Drop FIFO) while still sustaining full egress
link utilization.
The IETF has recommended AQM be deployed across the Internet at every fast-to-slow transition since 1998
[72]. Unfortunately, the algorithm then chosen (RED) was found to be difficult to configure correctly and
thus was not widely used. In 2015, the IETF reiterated the recommendation [73] along with guidance on
AQM algorithms that would avoid the issues experienced with RED. We support this recommendation.
In recent years, multiple new AQM algorithms have been developed and these have begun to be deployed
widely. The DOCSIS-PIE AQM [74] became mandatory in DOCSIS 3.1 in 2015, and the CoDel AQM [75]
algorithm (as part of fq_codel, described below) has become the default in iOS, MacOS, most Linuxes and in
a multiplicity of home router brands since 2012 [76].
Despite these recent successes and demonstrated reductions in working latency resulting from AQM, it is still
the case that tail-drop FIFOs predominate.
6.3.1

Flow Queuing AQM

Some equipment implements multiple (often 1024) egress queues with each flow that is actively using the
egress interface assigned to a separate queue, and a scheduler that ensures that each flow13 can get an equal
fraction of the egress link bandwidth, and, more importantly, when used in conjunction with a good AQM
algorithm, each flow experiences low delay. Furthermore, flows that aren’t fully using their share are given
high priority, giving sparse flows even lower delay. The most common of such implementations is the fq_codel
algorithm [77]; other implementations use the same scheduler with another AQM, such as COBALT [78] [79]
or PIE [80]. One advantage of flow queuing is that it isolates flows from one another, such that the buffering
delays caused by one flow largely do not impact other flows sharing the bottleneck. Flow queuing is largely
used at the edge of the network (e.g., in home routers) where the number of simultaneous flows is relatively
small.

6.4

Explicit Congestion Notification

Historically (and still commonly today) the Internet has used packet drop (loss) as a means of signaling
congestion to endpoints. In turn, endpoints interpret these packet drops as a congestion signal and thus
modulate the rate at which they send traffic into the network. This enables senders to increase their rate
until they maximize network capacity utilization and to constantly adjust the rate up and down as network
conditions change and other users or applications seek capacity.
13 VPNs do pose a problem, since the VPN (which may be encapsulating dozens of application flows) appears to be a single
flow and thus only gets one share of the link bandwidth.
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Endpoints additionally need to recover from the loss of data by the network, either by concealing the lost data
(e.g., in the case of a real-time voice call), recovering the lost data (e.g., using Application-Layer Forward
Error Correction — FEC), or retransmitting the data (e.g., in the case of TCP). Thus, packet discard is both
an essential congestion signal, and at the same time an undesirable impairment for the endpoint application.
As a result, the network needs to strike a delicate balance between sending enough congestion signals to
adequately control congestion and sending too many, thus causing excessive impairment.
To address this dilemma, over twenty years ago a 2-bit field in the IP header, known as the Explicit Congestion
Notification (ECN) field, was defined [81] in order to allow networks to signal congestion to endpoints explicitly
without the need to drop packets. This technology eliminates the impairment aspect of the congestion signal,
and thus can provide a latency benefit because packets no longer need to be retransmitted (since the latency
of the congestion-signaling packets is reduced by one full RTT). Further, since many applications require
data to be delivered in order, ECN eliminates the “head-of-line blocking” phenomenon where later packets
are delayed at the receiver awaiting the arrival of a retransmitted packet.
While many application clients can support ECN, not many networks do, and so adoption is quite low. A
recent study by Akamai [82] concluded that globally, around 0.19% to 0.30% of ECN-capable clients saw
an explicit congestion signal over the course of a day. The low adoption of ECN may be due to how it is
currently defined, where explicit congestion signals are sent as judiciously as packet drops are, which means
networks need to sustain a relatively high level of queueing delay.
In recent years, it was recognized that the design of ECN could be improved upon. Since, when using ECN
the congestion signal is no longer an impairment, the need to be judicious about its use goes away, and so a
network could provide much more fine-grained feedback about congestion to endpoints. Additionally, it was
observed that one of the four values that can be encoded in the ECN field had gone unused and could be
used to enable the definition of a new version of ECN. This is the subject of the next section.

6.5

Low-Latency, Low-Loss, Scalable Throughput Architecture (L4S)

In 2015, a group of researchers working on reducing Internet transport latency [83] proposed an approach
to solving the issue of buffering latency in the Internet. This approach, referred to as “Low Latency, Low
Loss, Scalable Throughput” (L4S) technology [22] was adopted as a work item by the IETF, and is nearing
completion. L4S enables applications to adjust their sending rates to make full use of the bottleneck link in a
fair manner without causing the latency (and latency variation) that existing applications do.
This technology is an evolution of the Explicit Congestion Notification technology discussed above. It utilizes
the as-yet-unused value in the Explicit Congestion Notification field in the IP packet header (referred to as
ECT1) to allow senders to identify themselves as supporting L4S [24]. Then, an L4S-capable bottleneck link
can use the existing Congestion Experienced (CE) value to send immediate signals whenever a queue begins
to form. This signal, when fed back to the sender via acknowledgement packets, enables the sender to adjust
its sending rate in order to keep the bottleneck link busy without building a queue. That rate adjustment
can happen more rapidly than traditional packet-loss congestion signaling.
One benefit of L4S is that it is incrementally deployable, so that it does not need to be deployed everywhere
before users experience a benefit. Incremental deployment is possible because senders continue to handle
other congestion signals (like packet drops) that arise from bottlenecks that don’t support L4S. In addition,
an L4S-aware bottleneck will isolate L4S-capable traffic from the non-L4S-capable traffic (referred to as
classic traffic) via separate queues, so that the queuing delay caused by the classic traffic doesn’t impact the
L4S traffic. This isolation can be accomplished via the use of a Flow Queuing AQM or via a new Dual-Queue
Coupled AQM technique [25] [84].
As the IETF has worked on L4S, it recognized that some applications don’t seek to send data at the fastest
rate possible (i.e., they are not capacity-seeking), but rather they send at a relatively low data rate, and thus
don’t materially contribute to queuing delay and packet loss in the network. These are applications such as
multiplayer online games, DNS lookups, and Voice over IP (VoIP). While such applications are low bitrate
and so do not need great capacity, they are sensitive to latency, latency variation, and loss, and thus would
also benefit from being isolated from classic traffic in a bottleneck link. This category of latency-sensitive
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traffic is referred to as Non-Queue-Building (NQB) traffic. While these traffic flows are naturally isolated
from other flows in a Flow Queuing AQM, they can also be isolated from Queue-Building (i.e., classic) flows
by sharing the L4S queue in a Dual-Queue Coupled AQM. The IETF is developing [85] a standardized way
for such applications to identify themselves to the network, along with requirements for isolating the two
classes from one another such that both can share the bottleneck link capacity.
Support for L4S and NQB in the network bottlenecks and by applications provides a net benefit (reduction) in
latency and packet loss for the applications that adopt these technologies, while not impacting the performance
of the remaining applications. Working Latency of just a few milliseconds may even be possible, which will
enable ultra-low-latency, high-bandwidth applications such as cloud-gaming and cloud-VR.

7

Observations and Conclusions
1. The key network attribute for end-user QoE is not solely bandwidth capacity but also latency. Thus,
end user quality depends not just on throughput (what many network test web sites still report as
“speed”) but also on latency; both are important.
2. Idle latency reflects only the underlying attributes of the access network or network media, as well as
path distance, while the network is not being used. This can be important for diagnostic purposes, but
does not correlate strongly to end-user quality of experience.
3. Working latency is a better measurement of the end-user application quality of experience (QoE) than
idle latency.
4. High latency and/or high packet delay variation (jitter) negatively affects the QoE of many applications,
from web browsing to video streaming, video conferencing, gaming, and more. It is better to have
consistently low latency in all working conditions.
5. Due to the heterogeneous nature of the Internet, there will always be some link (i.e., the bottleneck
link) that has the lowest throughput on any end-to-end Internet path. This link plays a significant role
in determining the end-to-end quality of the path.
6. The fact that some packets are marked or dropped at a bottleneck link is completely normal and indeed
is essential for many of today’s applications, as this is a key part of the control signal or feedback loop
informing a sender how fast they should be sending packets, and enables senders to maximize capacity
utilization.
7. If, at a bottleneck link, too few packets are dropped or marked to indicate congestion, current application
designs cause a large queue of packets to form, resulting in high latency and high latency variation.
8. The interplay between application behavior in endpoints and queue management at bottleneck links is
one of the biggest sources of latency and latency variation — working latency — and can significantly
impact the quality and usability of a broadband connection.
• Application and Operating System software on endpoint devices (client and server) — and in
particular the congestion control algorithms used — can have a major impact on working latency.
• Network devices need buffers to absorb bursts of packets from applications, but when inadequate
queue management algorithms allow the applications to fill those buffers to capacity, and keep
them at high occupancy for an extended period of time (Bufferbloat), this leads to excessive delay
that degrades user experience.
9. Queue management techniques such as Active Queue Management are available that will reduce
bufferbloat in network bottleneck equipment by triggering applications to reduce the amount of queuing
delay that they cause. This is not theoretical; AQM has been proven to work at scale in DOCSIS and
other networks.

10. Very-low-latency networking technologies are emerging that aim to eliminate buffering delays altogether
and seem likely to enable the creation of new classes of applications. These will require changes in both

31

endpoint devices and network equipment in order to be realized.
11. Client software on end-user devices can contribute significantly to latency if it fails to use the
TCP_NOTSENT_LOWAT option [1] or similar techniques to eliminate excessive on-device delays.
12. The described working latency measurement methods are focused primarily on measuring latency in an
end-to-end connection or an access network combined with LAN segments, and not on determining
which nodes contribute most to latency. While industry consensus on specific implementation details for
benchmarking working latency performance is still emerging, working latency is valuable as it measures
the real-world end-to-end user experience.
13. Working latency does not follow a normal distribution but is instead often skewed or multi-modal. As a
result, the mean and median are not informative. Rather, the 98th or 99th percentile of working latency
is more useful in predicting quality of experience [2].

8

Recommendations
1. The Internet community should start to measure and report on working latency — in networks and in
networking equipment — as this is often as critical to end-user QoE as bandwidth capacity (throughput).
A key step to accomplishing this would be to agree on the measurement methods and methodology to
use for such testing.
2. Any developer of a working-latency test should:
• Disclose their measurement methodology;
• Highlight 98th or 99th percentile (or maximum) packet latency as the most salient metric;
• Not report mean or median packet latency as being reflective of QoE, because latency is not
normally distributed, so reporting mean or median is likely to be misleading;
• Report on the variability of working latency (jitter) by including the minimum latency value;
• Highlight the 90th through 99.9th percentile packet latency values in any graphical representation
of the latency measurement data.
3. Broadband Internet Access Service providers and developers of network equipment (e.g., routers, access
points, modems) should:
• Work to deploy mechanisms to reduce working latency due to buffering, such as Active Queue
Management (AQM), where appropriate;
• Investigate future methods for delivering very-low-latency services such as L4S and NQB.
4. Application developers and operating system developers should:
• Investigate future methods for delivering very-low-latency services such as L4S and NQB, which
may depend upon applications implementing new congestion control techniques and marking their
traffic in new ways, among other changes;
• Consider presenting working latency metrics to end users in an easy-to-understand manner;
• Adapt application or operating system behavior in response to reductions in working latency (e.g.,
reduce pre-caching if network responsiveness improves sufficiently); and
• Use and promote the use of existing operating system features to eliminate excessive on-device
buffering, such as the TCP_NOTSENT_LOWAT socket option [1].
5. Policymakers and regulators should learn more about Working Latency, and avoid creating barriers to
deployment of AQM and newer very-low-latency networks and services.
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Appendix A: Propagation Delays of Commonly-Used Networking
Media
Propagation delay is determined by the characteristics of the physical medium. The propagation delay of
various commonly used media are given in the table below [86]:
Medium

Round-Trip Delay per Kilometer

Air (i.e., wireless)
Coaxial Cable
Hybrid Fiber-Coax (HFC)14
Optical Fiber
Unshielded Twisted Pair

0.0067
0.0078
0.0098
0.0099
0.0113

ms
ms
ms
ms
ms

Access networks generally use their distinctive medium (air, coaxial cable or unshielded twisted pair) only for
the last few hundred meters, making the propagation delay differences between these technologies immaterial.
This is reflected explicitly in the HFC entry.
The majority of terrestrial networks (including wireless backhaul) use fiber optic links for distances longer
than a few miles, with microwave links being the second most common [87]. For long-distance links, the
propagation delay difference between these two can be significant (approximately 1.6 ms for fiber vs 1.1 ms
for microwave, round-trip, for a 160 km link).
14 The

HFC propagation delay assumes that 95% of the path distance is fiber and 5% is coax.
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Appendix B: Latency Measurement Tools and Protocols
Ping (ICMP)
The most well-known test of round-trip latency and packet loss is the ping command. This is built into
all major operating systems and was first introduced in 1983. Ping uses ICMP echo packets to measure
round-trip latency and packet loss. Example output from pinging ietf.org can be found below:
$ ping ietf.org
PING ietf.org (4.31.198.44) 56(84) bytes of data.
64 bytes from mail.ietf.org (4.31.198.44): icmp_seq=1 ttl=53
64 bytes from mail.ietf.org (4.31.198.44): icmp_seq=2 ttl=53
64 bytes from mail.ietf.org (4.31.198.44): icmp_seq=3 ttl=53
^C
--- ietf.org ping statistics --3 packets transmitted, 3 received, 0% packet loss, time 2002
rtt min/avg/max/mdev = 165.472/167.446/169.641/1.709 ms

time=167 ms
time=170 ms
time=165 ms
ms

The operation of ping is quite simple. The command will send repeated ‘pings’ (ICMP Echo Requests) to a
destination and wait for the replies (ICMP Echo Reply). If a reply is received, it prints the time that elapsed
between sending the request and receiving the reply. If a reply is not received within a reasonable timeout,
then it prints that the packet was lost. Most networked devices will respond to pings (ICMP echo requests)
by default. This means that no special software or configuration is required to use ping at all. One downside
to ICMP ping is that the ICMP messages are sometimes handled with low priority by network gear, and
thus can be delayed or dropped more excessively than other packets when the network is busy, distorting the
statistics. Conversely, ICMP Echo Request packets could be given higher priority by network gear, as a way
to improve “ping” scores without improving actual end-user QoE in any meaningful way. The ubiquity of
ping in major operating systems and its easy-to-setup nature means that its use is still very common today
for ad-hoc measurement and troubleshooting.

UDP
UDP is a common choice for applications that need to measure latency. UDP does not have any built-in
reliability guarantees, and therefore no automatic retransmission of packets that are lost or corrupted.
Avoiding such things is desirable in latency measurement, because to do otherwise would introduce external
factors into our measurement (such as artificial delays before retransmitting a lost packet) that cannot be
reliably separated from the network latency. A large variety of tools use UDP as their basis for latency
measurements, some of which are standardized by the IETF or are available as open source implementations.
The IETF has standardized multiple UDP-based latency measurement protocols over the years. OWAMP
[57] (one-way active measurement protocol) provides for one-way latency measurements between sender
and receiver. This means that the latency between the sender and the receiver in the forward direction is
measured and reported separately to the latency between the sender and receiver in the reverse direction.
This provides valuable information that is lost in two-way (round-trip) latency measurements — it can show
if latency in one direction is larger than the other — which could be useful to a network engineer trying to
identify sources of latency in a network path. An impediment to adoption of OWAMP is the requirement
that the sender’s and receiver’s clocks are precisely synchronized. Relying on NTP15 alone is usually not
sufficient here, as NTP assumes symmetrical network delays, so NTP alone cannot be used to detect when
network delays are not symmetrical.
TWAMP [58] (two-way active measurement protocol) extends OWAMP to also support two-way (round-trip)
latency measurements. When being used only for round-trip measurements, the requirement for the clocks
on the sender and receiver to be synchronized can be removed. This is because the measurement is only
conducted at the sender — the receiver effectively just has to reflect the packet back to the sender. TWAMP
is often deployed inside large routers from companies like Juniper and Cisco for the purposes of service level
15 Network

Time Protocol is a commonly utilized protocol to automatically set the time in a network-connected machine.
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agreement verification. It is favored over ICMP because it supports separating out host-processing latency
from network latency.
STAMP [59] (simple two-way active measurement protocol) simplifies TWAMP by removing some little-used
features, while still maintaining backwards compatibility with the existing TWAMP protocol.
IRTT [60] is a UDP-based measurement tool that measures RTT, one-way delays, and other packet metrics
using lightweight isochronous bidirectional flows with a maximum precision and interval of 3 ms.
In addition, the Broadband Forum has defined a “UDP Echo Plus” protocol [88] that extends IETF’s UDP
Echo [89] test mechanism.
SamKnows, a UK-based provider of network measurement services, has deployed a proprietary UDP-based
latency measurement protocol [61]. This supports round-trip measurements only, but is otherwise quite
similar to the other UDP approaches discussed above. The SamKnows UDP latency measurement tool
supports persistent operation, reporting latency, and packet-loss statistics at a configurable interval, rather
than measuring for a short period and then finishing.
The Flent tool [90] includes a “Realtime Response Under Load (RRUL)” test [62] that measures working
latency using both ICMP and UDP while simultaneously introducing four TCP uploads and four TCP
downloads.

TCP and HTTP/1.1
TCP can also be used to measure latency. It is a less common choice for network-measurement applications.
TCP’s reliability mechanisms effectively sacrifice latency for the sake of reliability. This introduces some
ambiguity in the measurement results — we cannot know whether the latency being reported is due to the
network path or some feature of TCP (e.g., retransmission of lost segments).
However, there is a counterargument: If many applications are based upon TCP, then using TCP-based
latency measurements will better correlate to end-user experience. Of course, this descends into a philosophical
question of what are we trying to measure — network path latency or user experience. TCP is better suited to
the latter (at least for TCP-based applications), but it is still just a middle ground — a real application-level
user-experience latency measurement would be interleaved with the application traffic itself.
There are a few different ways to measure latency over TCP. A simple and common choice is to simply
measure the duration of repeated TCP three-way handshakes. The connect system call in Linux is commonly
used for this. This has the advantage that it can be used to measure TCP round-trip time to any host that
has a listening TCP server.
Another approach, commonly used by web-based applications such as web-based ‘speed tests’, is to make
repeated HTTP HEAD requests to a web server. Web servers will often use persistent HTTP sessions (via the
HTTP Keep Alive feature), which allows the application to avoid measuring the overhead of establishing the
underlying TCP connection. This approach is often used by web-based applications because of the sandboxing
restrictions put in place by web browsers — they are prevented from exchanging arbitrary UDP traffic and
are often limited to HTTP and WebSockets.

HTTP/2 Ping
Unlike its predecessor, HTTP/2 provides built-in ‘ping’ support via the PING frame type. This is intended
to be used for round-trip time measurements and also to keep the connection alive.
Measuring latency using HTTP/2 pings (often abbreviated to h2ping) has one key advantage over techniques
discussed previously. By interleaving the latency measurement with the real application traffic using the same
protocol (HTTP/2), we remove the possibility of our latency measurements being treated differently from
application traffic. This means that we can have a greater degree of trust that our latency measurements
conducted using HTTP/2 Pings accurately represent the latency experienced for HTTP/2-based applications.
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Of course, with HTTP/2 being delivered over TCP, we still have the fundamental ambiguity over whether
delays are in the network path or are being introduced by one of the host’s TCP stacks.

Responsiveness in Round Trips per Minute (RPM)
Another latency-related metric that has been introduced recently is “responsiveness” under working conditions
[63] [64] [65].
This test first loads the upstream and downstream bottleneck links to full capacity, ensuring that the test is
operating in conditions representative of that network in its normal working state when users are performing
everyday activities like uploading a video to social media and downloading a smartphone app. This is so that
the test is observing the behavior of the queue management algorithms under working conditions, not under
idle conditions when the queues are empty.
The test then measures the actual end-to-end application-layer round-trip time of requests on those loadbearing connections themselves, rather than packet-level round-trip time of other packet types like ICMP
PING. This is because it is not desirable to encourage the creation of networks where ICMP PING packets
alone have good responsiveness, and all the actual data-carrying packets have very poor responsiveness. The
responsiveness experienced by human users is determined by how quickly the computer can deliver the desired
information to human eyes and ears, not just how quickly the network can deliver packets to the computer’s
network interface, so the test is designed to capture as much as possible of the end-system delays experienced
by real data-carrying packets. Normally, delays inside end systems should be negligible compared to the
time packets spend traversing a wide-area network, but sometimes they are not, due factors like excessive
buffering in end-system devices. The responsiveness test intentionally includes those end-system delays in its
measurements to help ensure that when these delays do occur, they can be detected, and the software can be
rectified to eliminate them.
After sufficient application-layer round-trip time measurements have been taken, the 99th percentile is
calculated, since that is what determines the Quality of Experience for many network tasks like video
conferencing and online gaming. On a good network path, the 99th percentile is not very different from the
median round-trip time, but with poor buffer management the 99th percentile can be significantly worse than
the median.
Finally, the tool divides 60 seconds by the 99th percentile application-layer round-trip time, to give the
number of sequential end-to-end application-layer network round-trips that can reliably be performed in one
minute, abbreviated to RPM. This yields a convenient integer score that is 2–4 decimal digits long, with no
need for decimal places or fractions. For example, a network path from client to server with a one-second
working round-trip time can perform 60 sequential round-trips per minute; a network path with a 50 ms
working round-trip time can perform 1200 sequential round-trips per minute.
A network path with higher RPM can perform more sequential network operations in a given amount
of time. For example, in videoconferencing, consistently lower end-to-end application-layer delay means
that the conversational question/answer cycle takes less time, allowing more fluid back-and-forth between
participants. Equivalently, a network with higher RPM can perform a given required number of sequential
network operations in less time — meaning that web pages load in less time, driving directions and weather
forecasts are retrieved in less time, etc.
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Appendix C: Link Technology Details
Ethernet
Ethernet links, whether the familiar 1 Gbps LAN cables used to connect devices in home networks and
offices, or the 10G, 100G, 200G, 400G optical fiber versions used in datacenters and to connect sites over long
distances, form a baseline against which most other network link technologies can be compared. Historically,
the Ethernet standard (IEEE 802) set the maximum size of a packet to be 1500 bytes (to which it adds 18+
bytes of framing). This Maximum Transmission Unit (MTU) size has been adopted by many other link
technologies as well, and thus has become the de facto MTU for the Internet.
The delay introduced by an Ethernet link has two components that can be directly calculated from the
frame size and the characteristics of the link (bit rate, distance, and medium). For example, a 1518-byte
frame (12144 bits) sent via a 1 Gbps interface over a 100-foot copper twisted pair (e.g., Cat6) cable will
experience 0.0121 ms (12144 bits / 1 billion bps) of size-related serialization delay (the amount of time it
takes to transmit all of the bits of the frame), plus 0.00017 ms (100 ft / (0.59 * 1,000,000 ft/millisecond))
of size-invariant propagation delay (the time it takes for each bit to make it from the transmitter to the
receiver), for a total delay of about 0.0123 ms.
In addition, an Ethernet network (i.e., multiple Ethernet links connected via switches) introduces delays at
each switch. The delay added by each switch also has two components: switching delay and buffering delay.
The switching delay can be negligible in “cut-through” switches, or can add an amount equal to the serialization
delay in “store-and-forward” switches. The buffering delay is variable, depending on instantaneous traffic
load, and can range from zero to the maximum allowed by the switch. Many switches used in datacenters are
“shallow-buffered” such that the maximum buffering delay is on the order of hundredths of milliseconds (i.e.,
just eight 1500-byte packets at 10 Gbps), though deep-buffered switches exist as well, supporting maximum
buffering delays in the tens of milliseconds.

Wi-Fi
Wi-Fi is a shared-medium network where the Access Point (AP) and all Stations (endpoints) share access to
a single communications channel, with a single device (AP or Station) transmitting at any time. Access to
the channel is arbitrated by a common algorithm implemented by all devices (the “Enhanced Distributed
Control Access” function).
As a result, the Media Access delay for Wi-Fi networks can be highly variable. It can be less than a tenth of
a millisecond on lightly utilized channels, but can be many hundreds of milliseconds on busy channels, and a
second or more in worst-case conditions. Newer Wi-Fi standards provide additional media access features
(like Multi-User Multiple-Input Multiple-Output (MU-MIMO) and OFDMA scheduled access) that have
the potential to reduce media access delay. These features are designed such that devices using them can
coexist with older Wi-Fi equipment on the same channel, which unfortunately limits the benefit that can
achieved. The new 6 GHz band for Wi-Fi 6e opens up the possibility to have a clean channel that eliminates
this shortcoming.
Also, since Wi-Fi segments can be a bottleneck, buffering delay is typically also present in Wi-Fi devices, and
can add hundreds to thousands of milliseconds of latency.
Additionally, some Wi-Fi implementations periodically shut down for around 100 ms to scan for other available
channels, resulting in periodic latency spikes while packets queue up until the link is available again [91].

Powerline Carrier (PLC)
Several link technologies have been defined for use on powerlines. While powerline has been explored for
broadband access, it is not widely used as an access technology in the United States. It is, however, used as a
LAN technology. The dominant PLC technologies for use in a LAN are HomePlug and G.hn (standardized
by ITU-T).
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HomePlug products are still being deployed in LANs, but the HomePlug Alliance (which provided advocacy
and certification) is no longer active. There is no interoperability among the various HomePlug silicon solutions
and no detailed specification of the technology. Measurable latency has been noted in some HomePlug
networks, which suggests some HomePlug products may make use of time-based interleaving. Buffering delays
of 250 ms – 2.5 seconds have been observed [92] [93] in existing equipment.
G.hn does not use time-based interleaving. In addition to operating on powerlines, G.hn is also often used on
coax and twisted pair and is being deployed in some Multi Dwelling Unit (MDU) environments to provide
broadband access to individual units.

DOCSIS
The Data Over Cable Service Interface Specification (DOCSIS) standards provide the technologies that
enable broadband Internet service over hybrid fiber-coaxial (HFC) networks16 . Currently, DOCSIS 3.1 is
the industry standard for providing Internet access over HFC networks. Most HFC networks use coaxial
copper cable for the first hundred meters or so starting in a home or business, and fiber optic cable for the
remainder of the distance between the cable modems and the CMTS. The CMTS then connects with the
Middle-Mile fiber network.
A DOCSIS link is a shared medium. In the upstream direction, multiple cable modems request access to
a particular transmission channel, and access is scheduled by the CMTS. In the downstream direction, all
transmissions are scheduled and made by the CMTS.
DOCSIS 3.0 equipment has a feature called Buffer Control which allows the network operator to appropriately
size the tail-drop FIFO buffer in the CM and CMTS. When properly configured, this can reduce Working
Latency to roughly 100 ms in each direction.
DOCSIS 3.1 equipment has additional features to manage buffering latency, including:
• Active Queue Management (AQM) is described in Section 6.3; its use can reduce Working Latency
to roughly 10 ms in each direction;
• Low Latency DOCSIS (LLD) includes support for the Low-Latency Low-Loss Scalable Throughput
(L4S) architecture and isolation of Non-Queue-Building (NQB) traffic, and reduce Working Latency to
less than 1 ms for compatible applications. L4S and NQB are discussed in Section 6.5.
As described in Section 1 of the Low Latency DOCSIS Technology Overview [45] there are five sources of
latency in DOCSIS 3.1 networks. These are:
Table 4: Sources of Latency in DOCSIS
Delay Source
serialization/encoding
propagation
switching/forwarding
queuing
media acquisition

Typical Range without LLD

Typical Range with LLD

0.4–3.5 ms
0.02–0.6 ms
< 0.04 ms
0–200 ms
2–8 ms

0.4–3.5 ms
0.02–0.6 ms
< 0.04 ms
0–1 ms
0.5–4 ms

Digital Subscriber Line (DSL) and G.fast
ADSL, ADSL2+, VDSL, VDSL2, and G.fast are “last-mile” broadband access technology standards defined by
ITU-T. All of these are primarily defined to run over twisted-pair copper wires, although G.fast can also run
over coax (which is useful in some multi-dwelling unit deployments). The older Asymmetric Digital Subscriber
Line (ADSL) technology was generally used on loop lengths of 1.6 km or less. The newer ADSL2+, Very
16 See

specifications at https://www.cablelabs.com/specifications.
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high-speed DSL (VDSL) and VDSL2 technologies are generally used on shorter loops in a fiber-to-the-node
(FTTN) configuration (with copper to a node and fiber from the node to the central office).
Some ADSL2+ and VDSL deployments use a time-based interleaving technique [94] to be more resilient
against noise on the line. Noise can result in lost bits of data. With interleaving, it is often possible for the
ADSL2+ or VDSL receiver to recover these lost bits. If lost bits are not recovered, the loss can result in either
missing information (e.g., clipped sound in an audio transmission) or cause the data to be retransmitted
(which results in delay at the application level). But time-based interleaving adds latency to accomplish this
resiliency. Common interleaving latencies range from 2 to 20 ms, when it is enabled. Whether or not to
enable interleaving and how much latency is allowed for interleaving in a DSL deployment is determined by
the ISP. Some ISPs have the ability to configure them on a per-subscriber basis. Many deployments do not
enable interleaving because of the latency it adds.
G.fast is used on very short loops (up to around 500 ft). Interleaving is not used with G.fast and thus the
latency is very low.
Buffering latency in DSL and G.fast equipment is entirely vendor-dependent, because the standards do not
include requirements on the queuing implementation (e.g., FIFO vs. AQM, etc).

PON
Passive Optical Networking (PON) runs over optical fiber17 . In a PON network, optical fiber cables run from
an Optical Line Terminal (OLT) in an ISP network into a neighborhood, at which point the network splits
into distinct fiber optical cable connections to the Optical Network Terminals (ONTs) installed in individual
homes (typically up to 32, 64, or 128 homes). The optical link between the OLT and the ONT is a shared
medium, and access to the uplink by the ONTs is arbitrated by the OLT using Dynamic Bandwidth Allocation
(DBA). The details of the DBA algorithm are proprietary to the OLT vendor. In some implementations, the
PON bandwidth may be divided amongst the ONTs relatively statically (resulting in inefficient utilization of
the link, but very low media access delay), whereas in others bandwidth may be granted very dynamically
(resulting in efficient utilization of the link, but introducing media access delays).
Buffering latency in PON equipment is entirely vendor-dependent, because the standards do not include
requirements on the queuing implementation (e.g., FIFO vs. AQM, etc).

LTE/5G
Wireless technologies defined by 3GPP have several unique latency components.
Network architecture delays can be incurred when signaling messages are required to be processed prior to a
host being allowed to send application traffic packets or when the network requires traffic to pass through
certain nodes for additional inspection and processing. For example, it is not uncommon for LTE networks to
backhaul all data traffic to a few centralized processing nodes in the U.S. rather than interconnecting locally.
These long routes can add tens of milliseconds to the latency experienced by the user.
A goal of LTE design was to have lower latency than 3G. This was primarily accomplished through
improvements to the signaling architecture.
5G has been (and continues to be) designed to be able to deliver lower latency than LTE, including by
making it far easier for the network operator to interconnect with other networks and CDNs locally. One
study that compared LTE to 5G in a specific deployment showed 5G had half as much latency as LTE in
that deployment. This was determined to be directly related to the number of hops (and distance) traveled
by LTE packets as opposed to 5G packets18 .
While much has been said about what may be possible with 5G (by moving intelligence closer to the edge,
using “network slicing”, etc.), most of these possibilities have not been implemented or deployed. Some will
17 There

are multiple PON specifications, each of which have different architectural uses and performance characteristics [95].
section 4.4. of “Understanding Operational 5G: A First Measurement Study on Its Coverage, Performance and Energy
Consumption” [96].
18 See
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only be used for special applications such as vehicular crash avoidance and will not be applied to general
broadband Internet services.
In addition to these architectural delays, mobile networks automatically retransmit packets lost over the
air. These retransmissions can add 8 ms (or more, if multiple retransmissions are needed) to the end-to-end
latency.
Also, similar to PON, Wi-Fi, and DOCSIS, the air is a shared medium, and thus 3GPP networks introduce
media access delays as the base station (eNodeB) manages access to the air. These delays can be on the
order of 10 – 20 ms [97] [98].
Median idle latency of the top three U.S. mobile network providers in 2021 was calculated by Speedtest.net
to be 33 ms (across combined LTE and 5G networks) [99].

Satellite
The most common form of satellite Internet access today is via satellites in GEO (Geostationary Earth Orbit)
at an altitude of approximately 36,000 km. These typically have well in excess of 480 ms of latency simply
from the propagation delay (two round trips to the satellite and back).
A new breed of satellite providers (Starlink, OneWeb) are putting constellations into low earth orbit (LEO),
at ranges from 300 km to 1200 km up, with the corresponding reduction in inherent latency [100] [101] [102].
In early testing, idle latencies around 45 ms have been reported for StarLink service in the United States
[103]. Idle latency will vary by 10s of milliseconds during use as the satellite constellation moves across
the sky, causing the distance between the ground stations and the satellite to change, and introducing step
changes when the user’s ground terminal selects a different satellite for communication, or the satellite selects
a different ground transceiver.
LEO systems with satellite-to-satellite communication (inter-satellite links) actually have the potential to
offer less latency on intercontinental paths than terrestrial networks, both from the difference in propagation
delay between fiber and the vacuum of space, and from the more direct line network paths can take compared
to cables on Earth.
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